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Abstract

Can we leverage LLMs to model the process of discovering novel language model
architectures? Inspired by real research, we propose a multi-agent LLM approach
that simulates the conventional stages of research, from ideation and literature
search (proposal stage) to design implementation (code generation), generative
pre-training, and downstream evaluation (verification). Using ideas from scaling
laws, our system Genesys employs a Ladder of Scales approach; new designs
are proposed, adversarially reviewed, implemented, and selectively verified at
increasingly larger model scales (14M∼350M parameters) with a narrowing budget
(the number of models we can train at each scale). To help make discovery
efficient and factorizable, Genesys uses a novel genetic programming backbone,
which we show has empirical advantages over commonly used direct prompt
generation workflows (e.g., ∼86% percentage point improvement in successful
design generation, a key bottleneck). We report experiments involving 1,162
newly discovered designs (1,062 fully verified through pre-training) and find the
best designs to be highly competitive with known architectures (e.g., outperform
GPT2, Mamba2, etc., on 6/9 common benchmarks). We couple these results with
comprehensive system-level ablations and formal results, which give broader
insights into the design of effective autonomous LLM-driven discovery systems.

1 Introduction

Automated scientific discovery (ASD) (Langley, 1987; Wang et al., 2023), which aims to simulate all
aspects of the conventional research process — from ideation/system design to experiment execution,
has the promise of changing the way that research is performed by making it more accessible, efficient,
and less error-prone. However, while many new large language model (LLM)-driven ASD systems
have been recently proposed, including AI Scientist (Lu et al., 2024a; Yamada et al., 2025) and others
(Liu et al., 2024b; Jansen et al., 2025b; Schmidgall et al., 2025b), much of this work focuses on
open-ended research with unclear goals and where discoveries are hard to verify. This motivates the
development of new tasks that address foundational challenges in ASD, tasks that are broad in scope
and address impactful research problems, but that have clear goals and criteria for success.

In this paper, we focus on discovery in machine learning and ask: Can we model the process of dis-
covering novel language model architectures that improve on the standard transformer architecture?
While transformers (Vaswani et al., 2017) remain the de facto standard architecture for language
models, research into alternative architectures (Dao & Gu, 2024; Sun et al., 2024, 2023; Peng et al.,
2024) and transformer variants (Tay et al., 2022b) remains an active and important area of research
with connections to the mature field of neural architecture search (NAS) (Elsken et al., 2019). In
contrast to open-ended research tasks, architecture research involves a clear goal (i.e., producing an
executable architecture design) and offers many metrics for evaluating success. It also introduces
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Figure 1: Can we discover novel language model architectures? A high-level illustration of our
approach, consisting of a discovery environment (Left), or LMADE, that provides knowledge access
(Knowledge Engine) and automated evaluation (Verification Engine). Right: Genesys, a LLM-driven
agent system that proposes, implements, then verifies new designs using design and verifier agents
(see algorithmic workflow, far right) and feedback from LMADE.

new challenges for ASD, including requiring deep literature understanding, careful management of
resources (e.g., pretraining compute), and the need to write code in an unbounded design space.

Our approach is shown in Figure 1 and factors into a discovery environment that provides the
foundational tools for ASD and a discovery system that produces discovery artifacts using feedback
from the environment. Our Language Model Architecture Discovery Environment (LMADE)
specifically consists of two core resources, a general-purpose knowledge engine that provides access
to the academic literature and a verification engine that provides tools for performing model pre-
training and evaluation. Our system Genesys then consists of LLM-driven designer agents that
propose new research ideas and produce executable architecture designs, and verifier agents that
select designs and perform on-the-fly generative pre-training. At the core of Genesys is an evolution
tree that stores seed designs and new discovery artifacts. These artifacts are implemented using a
special code construct called a generalized autoregressive block (GAB) (Figure 3) that is capable of
expressing a wide range of neural architecture types and factorizable into discrete tree representations
that allow us to employ efficient genetic programming (GP)-style optimization.

We performed large-scale discovery experiments that resulted in 1,062 new architecture designs fully
verified through pre-training (at the 14M-350M parameter scales). To make verification feasible,
we employ a Ladder-of-Scales approach where new designs are verified on increasingly larger
model scales with a controlled budget, closely following the methodology used in research on small
LMs (Lu et al., 2024b; Hu et al., 2024). To our knowledge, our work constitutes the largest ASD
experiment of its kind, involving >1 billion tokens, 2.76M lines of code, and 86K agent interactions.2
We find that our system produces highly competitive designs, e.g., ones that outperform comparable
transformer and mamba2 models (Dao & Gu, 2024) in 6 / 9 common downstream tasks. These
results are significant and show the feasibility of LLM-driven discovery for competitive ML research.
Through systematic ablations, we also find that our system leads to more stable discovery (e.g.,
measurable improvements in the fitness of new designs over time) and effective code generation (e.g.,
∼86% percentage point improvement in successful design generation), which give broader insight
into how to effectively build large-scale discovery systems.

2 Related work

AI in Scientific Discovery AI approaches to ASD have recently proliferated, notably in biomedical
science (Jumper et al., 2021; Cheng et al., 2023; Wong et al., 2024), material science (Park et al.,

2All code and discovery artifacts (e.g., new designs, agent interactions and dialogues) can be found at
https://genesys.allen.ai (live console) and https://github.com/allenai/genesys (system code).
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Figure 3:What are we trying to discover?1
 visualizes standard autoregressive LMs and theblocks
that our system aims to discover (implemented via the Pytorch modules in2
 and 4
 with function
type(X,Z) ! (X,Z) ). 5
 shows an implemented block for the GPT and its factorization into a tree
3
 that shows the units in that block (e.g., multi-head attention implemented in6
 ).

2024; Merchant et al., 2023), and other areas (Chen et al., 2024; Nearing et al., 2024). As discussed
above, recent attempts at fully end-to-end research via LLM-driven systems, such as AI Scientist
(Lu et al., 2024a; Yamada et al., 2025), AgentLab (Schmidgall et al., 2025a), CodeScientist (Jansen
et al., 2025a), and AIGS (Liu et al., 2024a), have focused on open-ended research tasks with unclear
goals and evaluation protocols. In contrast, we focus on the challenging task of neural architecture
discovery, which offers a clear objective yet involves many new challenges for ASD.

Figure 2: An illustration of ourreference library in
LMADE – a graph of papers on architecture design (nodes
containing details of the original paper, code snippets, and
other details) and citation links (edges) – that our system
queries when performing background research.

Language Model Architectures Our
work relates to research on ef�cient
transformer variants (Xiao et al., 2024;
Ye et al., 2024), and alternative architec-
tures, such as state-space models (Gu
et al., 2022; Dao & Gu, 2024), mod-
ern RNNs (Peng et al., 2024; Beck
et al., 2024; Feng et al., 2024), and test-
time training (Sun et al., 2024; Behrouz
et al., 2024). Since our system aims to
perform autonomous research in this
area, much of this related work is mod-
eled directly and stored in a reference
library shown in Figure 2 that serves as the background work used for system ideation.

Neural Architecture Search (NAS) Lastly, we take inspiration from the NAS literature (Chitty-
Venkata et al., 2022; White et al., 2023; Elsken et al., 2019; Chen et al., 2023) which has the same aim
of discovering improved architectures. Unlike this work, which traditionally searches �xed operation
spaces (e.g., attention heads, convolution kernels), we aim for a broader space of operations and
architectures and, importantly, attempt to model the broader scienti�c discovery process. We follow
many approaches in NAS that employ genetic programming techniques (GP) (Koza, 1994) and more
recent approaches that mix GP with LLMs (Hemberg et al., 2024; Romera-Paredes et al., 2024).

3 Language Model Architecture Discovery

As illustrated in Fig. 31
 , standard LMs work by embedding input, then applyingN layer or
block transformationsover that input to produce a �nal representation (e.g., one that can be used
for next token prediction as in autoregressive LMs). Central to any layer/block is ablock design,
concretely a piece of codeBLM , that dictates how information �ows through a network. Our goal is
to jointly discover novel autoregressive block designsBLM while also modeling the broader research

3



process associated with producingBLM . In this section, we de�ne this problem formally (§ 3.1) and
introduce our Language Model Architecture Discovery Environment (LMADE ) (§ 3.2) that provides
the foundational tools used for discovery and for evaluating block designsBLM .

3.1 Problem De�nition and Goals

We de�ne architecture discovery as a program search problem that involves �nding an optimal
programB̂LM (in the space of valid programsBLM ) that maximizes some�tness function : BLM !
R. We can de�ne this formally as:

B̂LM = argmax
B LM 2B LM

�
F (BLM )

�
; with F (BLM ) =

1
M � K

MX

i =1

KX

j =1

Perf(BLM ; D i ; Sj ) (1)

where, following standard practice,F is de�ned as the average empirical performancePerfof BLM on
a set ofM downstream tasksfD 1; :::; DM g acrossK different model scalesf S1; :::; SK g (i.e., model
parameter sizes). Operationally, a valid program will be any syntactically correct instantiation of the
GABBasemodule in Figure 32
 that involves (via the implementation of_forward ) a differentiable,
causal transformation of input tensorX 2 Rbatch_size� seq_len� emb_dimto an output tensor of the same
dimension and type, along with the other semantic constraints (see Table 6).

The role of LMADE is to provide input and feedbackI to a separate discovery system that produces
new block designs, as well as to provide all other tools needed for checking the validity of designs,
verifying them through experiments, and computingF . We consider these components next, followed
by a discussion of our discovery system, Genesys, in § 4.

3.2 Language Model Architecture Discovery Environment (LMADE)

LMADE consists of two core utilities, a knowledge engine and a veri�cation engine that provide
signal and feedbackI to a discovery system. TheKnowledge Engine (KE)provides information
from the academic literature that is needed to produce new research ideas. It speci�cally includes a
manually curatedreference library(Fig. 2) of 297 LM papers (stored in a searchable vector store)
coupled with code, as well as tools for querying ArXiv, Semantic Scholar (Kinney et al., 2023), and
the web via services such as Perplexity.ai. More details are provided in § B.1.3.

The Veri�cation Engine (VE) then provides tools for verifying the correctness of designs and
executing experiments. In the former case, the VE uses a general code construct, called a Generalized
Autoregressive Block (GAB) (operationalized by theGABBaseclass in Figure 3, see code templates
in App B.3) to represent all architecture designsBLM and uses the structure of this module to check
the syntactic correctness of each design. Semantically, the VE also includes aSymbolic checkerthat
performs static (AST-based) and runtime (PyTorch-based) code analysis to check for differentiability,
causality, numerical stability, and the ef�ciency of a code design as detailed in Table 6 (further details
in § B.1.2). Finally, VE can perform design veri�cation by automating pretraining on a �ltered
SmolLM corpus (Allal et al., 2025) and evaluation on 29 selected LM-Eval benchmarks (Gao et al.,
2024). Standard pretraining protocols (Biderman et al., 2023) are applied (see § B for more details).

4 Genesys: Genetic Discovery System

Using resources from LMADE, our system Genesys employs a genetic programming(GP)-style
optimization to discover new designs. Importantly, this relies on a factorized representation of code
designs and anevolution tree described in § 4.1. Genesys then includes two core sets of agents:
LLM-driven designers(§ 4.2) that select past designs from the evolution tree, propose unit-wise
modi�cations to those designs based on background research, then implement the proposed designs
and add them to the evolution tree.Veri�ers (§ 4.3) select designs from the evolution tree and verify
them through budget-aware pre-training. We consider each component in turn and provide various
technical justi�cations for our design decisions that we further formalize in Appendix A.

4.1 Evolution Tree and Design Factorization
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