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Abstract

Machine learning interatomic potentials (MLIPs) have revolutionized molecular
and materials modeling, but existing benchmarks suffer from data leakage, limited
transferability, and an over-reliance on error-based metrics tied to specific density
functional theory (DFT) references. We introduce MLIP Arena, a benchmark plat-
form that evaluates force field performance based on physics awareness, chemical
reactivity, stability under extreme conditions, and predictive capabilities for thermo-
dynamic properties and physical phenomena. By moving beyond static DFT refer-
ences and revealing the important failure modes of current foundation MLIPs in real-
world settings, MLIP Arena provides a reproducible framework to guide the next-
generation MLIP development toward improved predictive accuracy and runtime
efficiency while maintaining physical consistency. The Python package and online
leaderboard are available athttps://github.com/atomind-ai/mlip-arena.

1 Introduction

The accurate prediction of molecular and material properties has driven innovation for decades
and remains crucial for addressing challenges in energy technology, climate change, and drug
discovery. While first-principles electronic structure methods have long served as the primary
workhorse for property prediction, their computational cost remains prohibitive for scaling atomistic
modeling beyond hundreds of atoms. Machine learning interatomic potentials (MLIPs), trained
on extensive databases comprising millions of density functional theory (DFT) calculations, have
emerged as an efficient and accurate alternative. These models have demonstrated remarkably
accurate approximations of the DFT potential energy surface (PES)—the high-dimensional landscape
that maps atomic configurations to their corresponding energies and forces—across a wide range of
chemical compositions at a fraction of the computational cost of direct DFT evaluations.

Despite excelling in error-based metrics for bulk systems [[1]], MLIPs trained on the DFT total energy
and interatomic forces do not necessarily capture the correct dynamic interactions of atomistic
systems [2l]. Analogously, classical force fields [3]] fit to describe near-equilibrium radial distribution
functions cannot capture the energetics of bond-breaking. These limitations may also extend to MLIPs
predominantly trained on near- or on-equilibrium configurations. In particular, energy and force
regression metrics based on near-equilibirum structures may not reflect performance in downstream
scientific tasks. We highlight some specific limitations below.
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First, energy and force regression metrics are vulnerable to data leakage, failing to accurately assess
a model's extrapolation and generalization capabilities. This issue is evident in Matbench Discovery
[1], where non-compliant models rank highly for crystal stability metrics due to energy over tting

at the expense of forces and nite-temperature capabilities. This may result in poor generalization
to structures more diverse in chemistry and away from the energy convex hull. Additionally, high-
ranking models often rely on large datasets, risking test set contamination without proper safeguards.

Second, benchmarks tied to speci ¢ datasets or DFT functionals lack exibility in a rapidly evolving
eld, where larger, more chemically diverse, or higher-accuracy datasets frequently ediefige [

Static dataset benchmarks quickly become outdated and misleading as newer models trained on larger
or proprietary datasets are introduced.

Third, conventional error-based regression metrics often fail to re ect the practical utility and
generalizability of MLIPs in real-world applications. Péta et[8]. recently demonstrated that
while some MLIPs exhibit zero-shot capabilities for lattice thermal conductivity prediction, many
top-ranked Matbench Discovery models perform worse due to broken crystal symmetry and rough
PES derivatives. This underscores that relying solely on regression metrics while ignoring physical
priors can widen the gap between model predictions and experimental observables.

To address these challenges, we introddt#P Arena , a fair and transparent benchmarking plat-
form for foundation MLIPs. This platform evaluates both the quality of the learned PES and the extent
to which models respect the physical laws and symmetries essential to atomistic modeling. Unlike
previous error-based DFT reference benchmatk8412], MLIP Arena focuses on assessing phys-

ical soundness to better evaluate the utility of MLIPs for downstream applications By moving
beyond error-centric evaluations, it provides more actionable insights for model development and
training. Speci cally, we assess how well foundation MLIPs capture physics-informed phenomena,
their reliability for accurate atomistic simulations, and their readiness for practical scienti ¢ research
and discovery. The MLIPs evaluated in this work are listed in Table S4.

Figure 1: Overview of MLIP Arena. Four benchmark categories beyond error-based regression met-
rics provide actionable insights agnostic to underlying model architecture and DFT reference. Tasks
are de ned as Prefechf{tps://www.prefect.io/ ) work ows to enable advanced task caching,
chaining, and parallel/concurrent execution on HPC. Atomic simulation environment (ASE) [
calculator and database are used. Codelyages(/github.com/atomind-ai/mlip-arena )

and online leaderboard on Hugging Face Spatpg://huggingface.co/spaces/atomind/

mlip-arena ) are available.

2 MLIP Arena benchmarks

MLIP Arena assesses the limitations of MLIPs through four primary perspectives. In Section 2.1,
we focus on the asymptotic behaviors of MLIP predictions and propose metrics that enable robust
and well-balanced ranking from multi-rank aggregation, reducing susceptibility to over tting on
any single metric. Section 2.2 tests MLIP robustness and reactivity under extreme conditions
using molecular dynamics (MD) simulations, exposing their instabilities and unphysical behaviors.
Section 2.3 investigate the robustness of MLIP to scenarios with quanti ed distribution shifts to higher
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