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Abstract

The ability to simulate the effects of future actions on the world is a crucial ability of
intelligent embodied agents, enabling agents to anticipate the effects of their actions
and make plans accordingly. While a large body of existing work has explored
how to construct such world models using video models, they are often myopic
in nature, without any memory of a scene not captured by currently observed
images, preventing agents from making consistent long-horizon plans in complex
environments where many parts of the scene are partially observed. We introduce
a new persistent embodied world model with an explicit memory of previously
generated content, enabling much more consistent long-horizon simulation. During
generation time, our video diffusion model predicts RGB-D video of the future
observations of the agent. This generation is then aggregated into a persistent
3D map of the environment. By conditioning the video model on this 3D spatial
map, we illustrate how this enables video world models to faithfully simulate both
seen and unseen parts of the world. Finally, we illustrate the efficacy of such a
world model in downstream embodied applications, enabling effective planning
and policy learning.

1 Introduction

By training on vast and diverse datasets from the internet, large video generation models have

demonstrated impressive capabilities that expand the horizons of computer vision and AI [2, 5, 12, 39].
Such models are especially useful in embodied settings, where they can serve as world models,
enabling simulation of how the dynamics of the world will evolve given actions [6, 37]. Such an

embodied world model can then significantly benefit tasks like path planning and navigation, enabling
agents to make decisions based on simulated interactions before acting in the real world and enabling
agents to be purely trained on simulated real-world interactions.

However, a fundamental challenge exists for embodied world models: the underlying state of the
world is represented as a single image or chunk of images, preventing existing world models from
consistently simulating full 3D environments where much of the generated world remain unobserved
at any given moment [16]. As a result, models are myopic and often generate new elements that
conflict with its historical context—thereby harming the internal consistency required for real-world
fidelity. These contradictions undermine the world models’ capacity to track evolving environments
and plan over extended horizons, ultimately constraining their utility for navigation, manipulation,
and other tasks demanding stable, long-term interaction. As illustrated in Figure 1, given a context
video defining a 3D scene, the world model without 3D memory fails to retain the unobserved regions
once they move out of view. Compared to the ground truth frames, not only do items like the painting
and table disappear, but the room structure turns into an entirely different space—showcasing a
contradiction with the provided context.

To solve this issue, we present Persistent Embodied World Model, an approach to learning an
accurate embodied world model by explicitly incorporating a 3D memory into world models. Real-
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