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Abstract

In dance performances, choreographers define the visual expression of movement,
while cinematographers shape its final presentation through camera work. Conse-
quently, the synthesis of camera movements informed by both music and dance
has garnered increasing research interest. While recent advancements have led to
notable progress in this area, existing methods predominantly operate in an offline
manner—that is, they require access to the entire dance sequence before gener-
ating corresponding camera motions. This constraint renders them impractical
for real-time applications, particularly in live stage performances, where imme-
diate responsiveness is essential. To address this limitation, we introduce a more
practical yet challenging task: online camera movement synthesis, in which cam-
era trajectories must be generated using only the current and preceding segments
of dance and music. In this paper, we propose TemMEGA (Temporal Masked
Generative Modeling), a unified framework capable of handling both online and
offline camera movement generation. TemMEGA consists of three key components.
First, a discrete camera tokenizer encodes camera motions as discrete tokens via
a discrete quantization scheme. Second, a consecutive memory encoder captures
historical context by jointly modeling long- and short-term temporal dependen-
cies across dance and music sequences. Finally, a temporal conditional masked
transformer is employed to predict future camera motions by leveraging masked
token prediction. Extensive experimental evaluations demonstrate the effectiveness
of our TemMEGA, highlighting its superiority in both online and offline camera
movement synthesis.

1 Introduction

Recent advances in image generation have significantly enhanced visual storytelling in performance
arts [26; 43; 42]. In dance performances, camera work is pivotal in shaping the audience’s perception
and interpretation of the choreography [28; 30; 39; 3; 46]. By employing multiple camera angles
and transitions, producers can better capture key dance movements, offering a more immersive
storytelling experience. Additionally, creative techniques such as quick cuts, slow motion, and dolly
shots enhance visual impact and introduce novelty, thereby increasing the performance’s overall
appeal. However, the movement of the camera is influenced by several factors, including the music
and the choreography itself. Moreover, effective dance cinematography requires a variety of shot
types and a focus on human-centered elements. As a result, the automatic generation of camera
movements based on music and dance remains a compelling yet complex challenge.
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Figure 1: Illustration of the traditional offline camera movement generation task and our
proposed real-time camera movement synthesis. (a) Offline Camera movement generation: The
entire dance video with music is available to synthesize the corresponding camera movements; (b)
Online camera movement generation: Camera movements are generated frame by frame. For the
current frame, we employ the previous and current segments of dance and music as input to synthesize
the corresponding camera movement.

Previously, significant attention had been given to camera planning and control [27; 45], primarily in
gaming and film scenes. Recently, several methods have aimed to tackle the more challenging task of
dance camera synthesis. Among these, DanceCamera3D [37] introduced the first 3D dance-camera-
music dataset (DCM) and demonstrated the feasibility of synthesizing camera movements driven
by music and dance. Additionally, Cine-AI [40] simplifies the problem by reducing it from 3D to
2D, excluding the camera’s roll and pitch orientation. This simplification significantly diminishes
the expressiveness of the camera movements and reduces the complexity of the task. Moreover,
DanceCamAnimator [38] integrates human animation knowledge into the problem of music- and
dance-driven camera synthesis, employing this knowledge to generate 3D camera movements by
following animators’ hierarchical camera-making procedures.

Although significant progress [7; 9; 12; 14; 15; 18; 19; 4] has been achieved in camera movement
synthesis, a major limitation persists in the real-world application of these offline methods due to
their reliance on having access to the entire dance video as input, as shown in Figure 1(a). In practice,
online requirements must be met in the camera movement generation process, meaning that camera
movements need to be swiftly generated during live stage performances, where the complete dance
video is not available; instead, only prior segments of the performance are accessible. Consequently,
we focus on a more practical yet challenging task, namely, online camera movement synthesis
illustrated in Figure 1(b).

In this paper, we introduce TemMEGA, a novel Temporal Masked Generative Modeling framework
for both online and offline camera movement synthesis. Our approach is built upon three key
components. First, the discrete camera tokenizer (DCT) is trained using the vector quantized
variational autoencoder (VQ-VAE). The DCT transforms and quantizes raw camera movement data
into a sequence of discrete motion tokens in latent space, based on a camera codebook. To more
effectively capture the temporal context of dance and music segments, we introduce the consecutive
memory encoder (CME), which provides a more accurate history summary by jointly modeling long-
and short-term temporal memories. Specifically, long- and short-term segments of dance motions
and music are encoded into fixed tokens. Finally, we mask the tokens to be predicted and employ a
conditional masked transformer (CMT) to predict the masked tokens in real-time, conditioned on
both the unmasked tokens and the long- and short-term memory. Extensive comparative and ablation
studies on public datasets validate the effectiveness of our framework.

In summary, our main contributions include:
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• We introduce the practical task of online camera movement synthesis, with the potential to
signi�cantly expand applications of camera movement generation, particularly in live stage
performances.

• We propose a novel temporal masked generative modeling framework, TemMEGA for
smooth and �exible generate camera movement synthesis in both online and of�ine man-
ner. Our TemMEGA consists of three main components,i.e. discrete camera tokenizer,
consecutive memory encoder, and conditional masked transformer.

• Comprehensive experiments on public datasets demonstrate that our method achieves state-
of-the-art performance, con�rming its effectiveness.

2 Related Work

2.1 Camera Control and Planning

Automatic cinematography has gained signi�cant attention due to the expertise and labor required
for manually producing �lm-like videos, despite the importance of artistic video content in media,
entertainment, and gaming industries. Jianget al. [18] propose extracting camera behaviors from
�lm clips for re-application in virtual environments. Similarly, Raoet al. [28] generate dynamic
storyboards from story and camera scripts, while Wuet al. [39] develop a GAN-based controller
to produce actor-driven camera movements considering spatial, emotional, and aesthetic factors.
Ruckset al. [30] introduce CamerAI to replicate chase camera techniques in third-person games,
and Evinet al. [7] present Cine-AI to simulate movie directors' cinematographic techniques for
enhancing game cutscenes. In the domain of aerial cinematography, studies [14; 16; 13; 10] focus on
automating drone camera movements based on artistic principles. However, controlling cameras for
dance sequences is more complex due to the need to synchronize with music and dance motions.

To address this, Wang et al. [37] introduced the 3D dance-camera-music dataset DCM and developed
DanceCamera3D, a transformer-based diffusion model for dance camera synthesis. Nonetheless, it
overlooks the mix of continuous shots and abrupt transitions in dance cinematography. DanceCamAn-
imator [38] improves on this by integrating animator knowledge into a three-stage process—keyframe
detection, keyframe synthesis, and tween function prediction—offering precise control over variable-
length sequences.

2.2 Dance Synthesis

Music-conditioned 3D dance generation merges dance and machine learning, producing dance
sequences that align with music's melody and rhythm. Existing approaches are split into two types:
retrieval-based and direct generation methods. Retrieval-based approaches [24; 8] segment dances
into �xed-length pieces to match the music structure, but are limited by BPM and �xed segment
lengths, making synchronization challenging. Direct generation methods [1; 32; 33; 41] address these
limitations by generating dance movements from scratch.

Recent advances in deep learning have led to the rise of diffusion-based and discrete generation
techniques. Diffusion models, known for their noise-re�nement process, generate coherent dance
sequences aligned with musical cues. For instance, EDGE [33] employs conditional diffusion models
to create dance movements using Jukebox [6] for audio feature extraction. Discrete generation follows
a two-stage process. First, VQ-VAE [35] transforms dance movements into compact, discrete features.
Next, natural language processing techniques, such as autoregressive and mask modeling, generate
and reconstruct dance sequences, ensuring temporal coherence and �uidity while synchronizing with
the music.

3 Method

3.1 Problem Formulation

The existing music-dance-to-camera synthesis methods [37; 38] take a dance video withT frames of
music featuresA = f a1; a2; � � � ; aT g and dance motionsM = f m 1; m 2; � � � ; m T g as input condi-
tions, to generate camera movement sequenceC = f c1; c2; � � � ; cT g, which is a of�ine paradigm.

3



Figure 2:The framework of our proposed TemMEGA. Our method can be mainly divided in
three components,i.e. discrete camera tokenizer (DCT), consecutive memory encoder (CME) and
conditional masked transformer (CMT).

Considering the more practical setting,i.e. online music-dance-to-camera synthesis as illustrated in
Figure 1(b), we generate the current camera movementct by taking the current and previoust frames
of music featuresA t = f a1; a2; � � � ; at g and dance motionsM t = f m 1; m 2; � � � ; m t g.

Speci�cally, we follow FACT [21] to extract music features, denoted asmt 2 R35, using Librosa [23].
For dance motions and camera movements, we adopt the approach of DanceCamera3D [37], using
the global positions of 60 human joints, represented asm i 2 R60� 3, and MMD format camera
representation in polar coordinates, denoted asci 2 R3+3+1+1 . This includes the global position of
the reference point, the camera's rotation and distance relative to the reference point, and the camera's
�eld of view (FOV).

3.2 Temporal Masked Generative Modeling

Our objective is to develop a un�ed solution for both of�ine and online music-dance-to-camera
synthesis that ef�ciently generates camera movements in real time by utilizing previous and current
dance and music segments. To accomplish this, we propose a novel temporal masked generative
modeling (TemMEGA) framework to replace previous diffusion-based methods, which are limited to
of�ine operation, i.e., relying on the entire dance video as input to generate the corresponding camera
movement sequence.

As illustrated in Figure 2, our framework consists of three key components. First, the Discrete
Camera Tokenizer (DCT) is designed to transform camera movements into a sequence of discrete
camera tokens while preserving rich correlated information about the camera movements. Second,
the Consecutive Memory Encoder (CME) enhances the conditional information (previous and current
music and dance motion) and provides a more accurate history summary of the temporal condition
by compressing long- and short-term memory in a segment-based manner. Finally, the Temporal
Conditional Masked Transformer (CMT) is trained to predict masked current camera tokens based on
the pre-computed long- and short-term memories of both music and dance motion.

Discrete Camera Tokenizer. To effectively facilitate the synthesis of camera movements, we
pre-train a discrete camera tokenizer (DCT). This is achieved using the Vector Quantized Variational
Autoencoder (VQ-VAE) architecture [35; 41], which enables the generation of discrete representations
of camera shot data through the quantization of encoder outputs into discrete tokens, mapped to
entries or codes from a learned codebook via vector quantization. Our DCT framework comprises a
camera encoderE and a camera decoderD. The objective of vector quantization is de�ned as follows:

L V Q = jjsg[E(ci )] � �̂ i jj2
2 + � jjE(ci ) � sg[�̂ i ]jj2

2: (1)
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