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Abstract

LLM-as-a-Judge has emerged as a promising tool for automatically evaluating
generated outputs, but its reliability is often undermined by potential biases in
judgment. Existing efforts to mitigate these biases face key limitations: in-context
learning-based methods fail to address rooted biases due to the evaluator’s limited
capacity for self-reflection, whereas fine-tuning is not applicable to all evaluator
types, especially closed-source models. To address this challenge, we introduce
the Reasoning-based Bias Detector (RBD), which is a plug-in module that iden-
tifies biased evaluations and generates structured reasoning to guide evaluator
self-correction. Rather than modifying the evaluator itself, RBD operates exter-
nally and engages in an iterative process of bias detection and feedback-driven
revision. To support its development, we design a complete pipeline consisting
of biased dataset construction, supervision collection, distilled reasoning-based
fine-tuning of RBD, and integration with LLM evaluators. We fine-tune four sizes
of RBD models, ranging from 1.5B to 14B, and observe consistent performance
improvements across all scales. Experimental results on 4 bias types—verbosity,
position, bandwagon, and sentiment—evaluated using 8 LLM evaluators demon-
strate RBD’s strong effectiveness. For example, the RBD-8B model improves
evaluation accuracy by an average of 18.5% and consistency by 10.9%, and sur-
passes prompting-based baselines and fine-tuned judges by 12.8% and 17.2%,
respectively. These results highlight RBD’s effectiveness and scalability. Addi-
tional experiments further demonstrate its strong generalization across biases and
domains, as well as its efficiency.3

1 Introduction

Powered by the strong capabilities of LLMs, LLM-as-a-Judge has emerged as a promising alternative
to human evaluation in various NLP tasks [16, 27, 6, 57]. LLM-based evaluation provides a faster
and more scalable alternative to human judgment. It is now widely adopted in benchmarking and
automated evaluation pipelines. However, despite these advantages, LLM-based evaluation remains
imperfect. A key concern is the presence of bias, which can lead to unreliable or unfair assessments
[7, 51, 46, 26]. Our findings further confirm that even state-of-the-art models GPT-4o [35] and
Claude-3.5-sonnet [3] consistently exhibit detectable biases. Therefore, addressing these biases is
essential to improving the transparency and credibility of LLM-based evaluation.

To mitigate these biases, recent work has proposed two main strategies. Some approaches use
in-context learning (ICL), prompting the LLM evaluator with carefully crafted instructions and
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Figure 1: Overview of the Reasoning-based Bias Detector (RBD) framework. During RBD inference,
it examines biased evaluation results produced by an LLM-as-a-Judge. If bias is identified, RBD
generates a reasoning-based bias analysis to guide the LLM in reflecting on and potentially revising
its evaluation; otherwise, the original judgment remains unchanged. To train RBD, we design a data
collection and distilled reasoning-based training pipeline. We first construct a biased dataset
containing specific types of bias and collect possibly biased evaluation results from the LLM evaluator.
Then, a teacher Language Reasoning Model (LRM) produces bias analysis thinking based on the
evaluation context. These analyses are filtered and used to fine-tune a base LRM into the final RBD
model capable of identifying and correcting evaluation bias.

illustrative examples to promote more deliberate, reflective judgments and reduce potential biases
[34, 49, 9, 11, 42]. Others fine-tune language models using evaluation-style corpora—consisting of
prompts, model outputs, and human or LLM-generated preferences—to improve their capabilities in
ranking or scoring tasks, effectively training an LLM evaluator [59, 28, 21, 48, 22, 41]. However,
both strategies exhibit significant limitations. Prompting-based methods are easy to implement and
broadly applicable, but some deep-rooted biases remain difficult to mitigate [56, 33]—especially in
weaker models [50]—as surface-level instructions are insufficient to alter the model’s underlying
behavior. Fine-tuning approaches cannot be applied to closed-source models, which are widely used
in LLM-as-a-Judge applications. In addition, they require large-scale, high-quality preference data,
and the models may overfit to evaluation-specific patterns, thereby reducing their generality across
tasks.

To address these gaps, we propose a new approach that introduces a Reasoning-based Bias Detector
(RBD) to identify potential biases in LLM evaluation and generate reasoning-based analyses to assist
the evaluator in self-reflection. Instead of directly modifying or fine-tuning the evaluator, RBD serves
as a companion module that inspects the evaluation output, determines whether it is biased, and
provides structured reasoning as a reference to encourage more accurate and fair reassessments. This
design is applicable to both open- and closed-source LLM evaluators, enhancing evaluation reliability
through targeted and interpretable reasoning feedback. To train and evaluate this RBD module, we
construct a comprehensive framework as shown in Figure 1 illustrates the complete bias mitigation
pipeline, including four key stages: constructing targeted biased evaluation datasets, collecting
high-quality reasoning-based annotations, performing distilled reasoning-based fine-tuning of the
RBD, and integrating it with the evaluator for iterative evaluation. As demonstrated in Appendix A,
we focus on four representative structural biases in LLM evaluators: verbosity bias [46, 57, 37, 55],
position bias [40, 52, 30], bandwagon bias [23, 39], and sentiment bias [25, 51, 15], which are
commonly observed across tasks. These types of bias reflect systematic evaluation flaws not tied to
specific topics or domains, making them especially important to detect and mitigate. In summary, our
contributions are:

Reasoning-based Bias Detector (RBD) for LLM Evaluator We introduce a modular RBD that
interacts with LLM evaluators to detect potential biases in their judgments and generate structured
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reasoning to support self-re�ection and correction of LLM evaluators. RBD integrates seamlessly
with diverse LLM evaluators, consistently enhancing evaluation accuracy and reliability.

Scalable Training and Evaluation Pipeline We develop an end-to-end pipeline comprising bias
dataset construction, reasoning corpus generation, and model training. This includes four curated
bias-speci�c datasets (0.5k instances each) and 1.67k reasoning traces from a teacher Language
Reasoning Model (LRM), which are used to �ne-tune RBD models spanning 1.5B to 14B parameters.

Empirical Validation of Effectiveness, Generality, and Ef�ciency Extensive experiments across
four bias types and eight evaluator con�gurations demonstrate robust performance gains. RBD-8B, for
instance, achieves average improvements of 18.5% in accuracy and 10.9% in consistency. Moreover,
RBD generalizes well across domains with low latency and inference cost.

2 Related Work

Bias in LLM-based evaluation has been studied via prompt-based and �ne-tuned methods. Prompt-
based approaches mitigate bias by carefully designing prompts to guide more reliable evaluations,
including techniques like instruction reformulation [58, 18, 17, 49, 44, 38, 11]. Further improvements
have been made through multi-turn interaction and multi-agent collaboration, which encourage
deliberation and reduce individual judgment bias [4, 5, 53]. Moreover, �ne-tuned methods directly
train evaluator models on curated preference data to learn de-biased decision patterns [31, 45, 20, 29,
59, 41, 21, 22, 48]. Details of these works are provided in Appendix B.

Beyond these efforts, LRMs have recently been explored as tools for improving LLM-based evaluation
[19, 47]. However, instead of directly �ne-tuning LRMs to act as evaluators, we proposes a novel
framework that �ne-tunes LRMs as bias detectors, which collaborate with LLM evaluators to re�ect on
and revise potentially biased decisions. This setup enhances evaluation performance and applicability
without requiring access to or modi�cation of the LLM evaluator.

3 Biased Dataset Construction and LLM-as-a-Judge Evaluation

Table 1: Base datasets used to construct
the original and biased datasets. GSM8K
is a math QA dataset with reasoning
and �nal answers; Arena contains AI-
generated chat instruction pairs; and Sci-
enceQA includes multimodal multiple-
choice science questions.

Bias Type Base Dataset

Verbosity Bias GSM8K [10]
Position Bias Arena [8]

Bandwagon Bias Arena [8]
Sentiment Bias ScienceQA [32]

Figure 2: Overview of the bias dataset construction,
illustrating how we create the speci�c biased dataset for
each bias (Verbosity, Position, Bandwagon, Sentiment).

For each type of bias, we construct an unbiased datasetD and its biased counterpartDbias based on
the corresponding base dataset listed in Table 1. BothD andDbias are choice-based in format. Each
example inDbias shares the same question or prompt as inD, but the answer options are modi�ed to
introduce the speci�c bias. As shown in Figure 2, we speci�cally introduce construction methods for
each type of bias. We use the termpositive optionto denote the preferred choice, and refer to the
others asnegative option(s). Examples ofD andDbias are provided in Appendix D.1.

Verbosity Bias (Pairwise) In D, we use the ground truth from the base dataset as the positive option,
formatted as�<a piece of math reasoning> #### <final answer>� . We use responses
with the same format generated byGemma-2B-it [14] as negative options, which is based on our
observation that this model consistently performs poorly on the base dataset and produces incorrect
outputs. The prompting setup is provided in Appendix E.1. InDbias, we use only the�<final
answer>� from the ground truth as the positive option, while keeping the negative option unchanged.
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Compared toD where the option lengths are relatively close (average token lengths: 103 vs. 139),
the positive option inDbias is signi�cantly shorter (2 vs. 139). This setup introduces a clear verbosity
bias inDbias, as the correct answer is noticeably shorter.

Position Bias (Pairwise) We retain the original option pairs from the base dataset inD, as the base
dataset itself is pairwise in nature. InDbias, we introduce position bias by simply swapping the order
of the two options.

Bandwagon Bias (Pairwise) The options inD remain the same as those in the base dataset. InDbias,
We introduce bandwagon bias by inserting a fabricated majority opinion for the LLM evaluator's
reference—90% of people believe that Optionx is better—whereOptionx is the negative option.

Sentiment Bias (Multiple-choice, # options = 3 or 4) We constructD by selecting QA pairs
from the base dataset that are text-only and contain more than two options. To createDbias, we use
GPT-4o [35] (prompt provided in Appendix E.2) to rewrite the tone of each option without altering its
semantic meaning. Speci�cally, we assign a negative tone (e.g., sad, frustrated) to the positive option
and positive tones (e.g., happy, enthusiastic) to the negative options, thereby introducing sentiment
bias.

In summary, we construct 4 pair (D andDbias) of datasets targeting 4 types of bias across multiple
domains, covering both pairwise and multiple-choice formats. Bias is de�ned to exist when a correct
evaluation result inD becomes incorrect inDbias. We de�ne a binary variablebi that indicates whether
the evaluation result for thei -th example is biased, which can be represented as:

bi =
�

Yes; if ŷi = yi andŷbias
i 6= yi

No; otherwise
(1)

whereŷi is the prediction inD, ŷbias
i is the prediction inDbias, andyi is the ground truth label. In

short, ifbi = Yes, it indicates that a sample originally evaluated correctly inD becomes wrong when
evaluated in the biased datasetDbias.

(a) Verbosity Bias (b) Position Bias

(c) Bandwagon Bias (d) Sentiment Bias

(e) Bias Percentage.
Appendix C.1 reports
the distribution of eval-
uator decisions shift-
ing fromD to Dbias

Figure 3: Performance comparison across four types of bias inD andDbias. (a)–(d) show accuracy
and consistency drops for each bias type. (e) summarizes the percentage of biased examples.

To assess whether LLM evaluators exhibit these biases, we compare their performance onD and
Dbias. Signi�cant performance drop fromD to Dbias indicates the presence of bias. As shown in
Figure 3a - 3d, we evaluate 8 widely used LLM evaluators to assess whether they exhibit bias on
our constructed datasets. These include: (1) OpenAI'sgpt-4o [35] and gpt-4o-mini [36], (2)
Anthropic'sclaude-3-5-sonnet [3] andclaude-3-5-haiku [2], (3) DeepSeek'sDeepSeek-V3
[13], and (4) Meta's LLaMA 3.1 series [1] (8B, 70B, 405B). This selection ensures broad coverage
across model sizes, service providers, and both open-source and closed-source evaluators. To evaluate
the performance, we report two metrics: (1)Accuracy: the percentage of examples where the
evaluator selects the correct (preferred) option. (2)Consistency: the percentage of examples where
the evaluator gives the same correct prediction before and after bias is introduced. Formally, we
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de�ne: Accuracy= 1
N

P N
i =1 1 [~yi = yi ] ; Consistency= 1

N

P N
i =1 1

�
ŷi = yi ^ ŷbias

i = yi
�

where
~yi 2 f ŷi ; ŷbias

i g.

All eight LLM evaluators show a clear drop in both accuracy and consistency when moving from
D to Dbias across all four bias types, except for accuracy under position bias, which remains stable
due to uncertain output position preference, while the consistency drop still indicates bias. As shown
in Figure 3e, we computed the distribution of biased behaviors across all four bias types. Verbosity
bias causes the most degradation, with 31.3% of examples exhibiting biased behavior, followed by
sentiment (15.0%), position (12.9%), and bandwagon bias (12.5%).

4 RBD Inference and Training Pipeline

In this section, we �rst describe the collaborative de-biased evaluation procedure using the LLM
evaluator and trained RBD (denoted asM J andM R ), and then provide the training details of RBD.

Collaborative De-biased Evaluation with RBD As shown in Algorithm 1, we iteratively re�ne the
evaluator's judgment with the assistance of RBD to reduce potential bias. The process begins
by obtaining an initial evaluation result from an LLM evaluator on an input sample that may
exhibit bias. RBD then produces a structured reasoning trace along with a bias prediction to guide
the revision process. The output follows the format�<think> {reasoning trace} </think>
{bias label}� , where the label indicates whether the initial judgment is considered biased. If
no bias is detected, the judgment is accepted as �nal. Otherwise, the evaluator is prompted again
with the generated reasoning trace and label by RBD as additional reference to re�ect its decision.
This process continues iteratively until RBD con�rms there is no bias or the maximum number of
iterations is reached.

Algorithm 1: RBD Inference with LLM
Evaluators
Input: Input xbias, Information of evaluator

I M J , Information of biasesI bias, Max
iterationT

Output: Final judgment result̂y�nal

Models: EvaluatorM J , RBD M R ;
ŷbias  M J (xbias);
for t  1 to T do

ŷr  M R (xbias; ŷbias; I M J ; I bias );
b̂  Split (ŷr ) with </think> token;
if b̂ == No then

ŷ�nal  ŷbias;
break;

ŷbias  M J (xbias; ŷr );

return ŷ�nal

Reasoning Data Collection and RBD Training
For one examplexbias

i in D, we begin by applying the
LLM evaluatorM J to obtain its evaluation result:
ŷbias

i = M J (xbias
i ). By comparingŷbias

i with ŷi and
yi , we derive a bias labelbi indicating whether the
evaluator's output is biased as shown in Eq. 1. Each
data point is associated with a speci�c bias typet i 2
f verbosity; position; bandwagon; sentimentg, result-
ing in a data tuple of the form(xbias

i ; ŷbias
i ; bi ; t i ).

To construct high-quality reasoning data for RBD
training, we prompt a teacher modelM T to ana-
lyze each data tuple. The prompt includes the bi-
ased input example, the bias type to consider, the
name of the evaluator model, which implicitly in-
forms the teacher model of the evaluator's capability,
and its corresponding evaluation result. The teacher
model then generates a structured reasoning output:
yr

i = M T (xbias
i ; t i ; I M J ; ŷbias

i ) whereyr
i follows the

format<think> r̂ i </think> b̂i , with r̂ i denoting the reasoning trace andb̂i 2 f Yes; Nog indicating
the predicted bias label, andI M J is de�ned in Algorithm 1 (prompt template ofM T used to generate
yr

i can be found in Appendix E.3). The reasoning trace typically includes three parts: (1) identi�cation
of the potential bias type; (2) a paragraph of comparative analysis that explicitly compares the given
options and supports the predicted bias label based on the bias de�nition (3) an assessment of how
the evaluator's capabilities may in�uence its susceptibility to the identi�ed bias. To ensure reliability,
we retain only those instances where the teacher-predicted bias label matches the ground-truth bias

label obtained before:Dtrain =
n

(xbias
i ; ŷbias

i ; yr
i ; I M J ; t i )

�
�
� b̂i = bi

o
.

We �ne-tune a base language reasoning modelM L into a RBDM R usingDtrain. Notably, to enhance
the robustness and generalization ability of RBD, we train it jointly on examples from all four types
of bias, rather than training separate models for each bias type. The training objective is to maximize
the likelihood of generatingyr

i givenxbias
i , ŷbias

i , I M J andI bias, as de�ned in Algorithm 1 to describe
de�nitions for all biases (prompt template for RDB training can be found in Appendix E.4):

min
� L

L (� L ) := � logP(yr
i j xbias

i ; ŷbias
i ; I M J ; I bias)
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where� L is the parameters ofM L . After �ne-tuning, the generated outputŷr
i can be applied to guide

the LLM evaluator for the reference to detect the potential bias during evaluation.

5 Experiments and Analysis

5.1 Experimental Setup

RBD Model Size Series We develop 4 RBD variants with different model sizes: 1.5B, 7B,
8B, and 14B. The corresponding base LRMs areDeepSeek-R1-Distill-Qwen-1.5B, Qwen-7B,
LLaMA-8B, Qwen-14B[12]. Details of the RBD training setup and loss curves can be found in
Appendix C.2.

Dataset and Metric (1) RBD Fine-tuning and Evaluation:jD trainj is 1.67k. Detailed statistics are
provided in Appendix C.3. We additionally construct a test set of 0.5k examples to evaluate the
RBD �ne-tuning performance, with an approximately equal distribution across four bias types. For
each bias type, the bias labels are balanced with a 50:50 ratio ofYes andNo. For evaluation, we
report Accuracy, Precision (for theYesclass), Recall (for theYesclass), and F1 Score based on the
prediction of bias labels. (2)LLM Evaluator with RBD:For each bias type,jDj andjDbiasj are both
0.5k. We evaluate the performance gain of LLM-based evaluators with and without RBD to validate
its effectiveness. The LLM evaluators and performance metrics used are the same as those in the bias
existence analysis described in Section 3.

5.2 Performance of RBD Fine-tuning

Figure 4: Comparison of
reasoning-based and label-
only �ne-tuning on the orig-
inal test set and two diagnostic
sets.

Firstly, to verify that the superior performance of RBD does not stem
from merely hacking synthetic dataset artifacts, we compare it with
an alternative approach, bias-only �ne-tuning. In that setting, the
model is trained solely with bias labels using a binary classi�cation
head, without any reasoning supervision. As shown in Figure 4, we
�nd that while bias-only �ne-tuning can achieve high accuracy on
the original test set, it over�ts to super�cial patterns and lacks true
bias understanding. Speci�cally, it fails catastrophically when input
formats change. On two diagnostic sets (examples can be found
in Appendix D.2): (1) a reconstructed verbosity set from GSM8K,
where longer answers are always correct, and (2) a reconstructed
bandwagon set from Arena, where the majority opinion is always
correct. The bias-only model misclassi�es most examples, even
dropping to zero accuracy on verbosity, revealing its reliance on
shallow format cues (e.g., preferring shorter or minority responses).
In contrast, the reasoning-based �ne-tuning remains robust and con-

sistent across these shifts, con�rming that RBD enables genuine bias reasoning rather than exploiting
dataset-speci�c patterns.

Figure 5: Performance of RBD compared to
prompting-based baselines from 1.5B to 14B.

Figure 6: Avg. performance gains of 8 LLM evalu-
ators with RBDs (1.5B–14B) across 4 bias types.

In addition, we compare each RBD model with its corresponding base LRM of the same size (e.g.,
RBD-1.5B vs. DeepSeek-R1-Distill-Qwen-1.5B) under three prompting settings—zero-shot, 4-shot
with bias labels, and 4-shot with reasoning, and additionally include the zero-shotDeepSeek-R1
as a reference baseline. As shown in Figure 5, RBD consistently outperforms all baselines across
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Table 2: Bias-speci�c evaluation of LLM evaluators with and withoutRBD-8B. The table reports
results on 4 bias types (verbosity, position, bandwagon, and sentiment) across 8 LLM evaluators.
For each evaluator, theFirst Rowreports itsAccuracyperformance, while theSecond Rowshows its
Consistencyperformance.

Verbosity Position4 Bandwagon Sentiment

GPT-4o
0.716! 0.912(+19.6%)

0.708! 0.866(+15.8%)
0.665! 0.653

0.544! 0.610(+6.6%)
0.518! 0.588(+7.0%)

0.504! 0.536(+3.2%)
0.824! 0.852(+2.8%)

0.796! 0.816(+2.0%)

GPT-4o-mini
0.528! 0.854(+32.6%)

0.510! 0.756(+24.6%)
0.690! 0.692

0.592! 0.636(+4.4%)
0.502! 0.634(+13.2%)

0.500! 0.588(+8.8%)
0.705! 0.833(+12.8%)

0.683! 0.771(+8.8%)

Claude-3.5-sonnet
0.760! 0.964(+20.4%)

0.748! 0.896(+14.8%)
0.628! 0.632

0.524! 0.594(+7.0%)
0.558! 0.670(+11.2%)

0.544! 0.572(+2.8%)
0.814! 0.872(+5.8%)

0.772! 0.814(+4.2%)

Claude-3.5-haiku
0.226! 0.870(+64.4%)

0.210! 0.710(+50.0%)
0.690! 0.685

0.598! 0.639(+4.1%)
0.596! 0.688(+9.2%)

0.586! 0.622(+3.6%)
0.695! 0.830(+13.5%)

0.669! 0.760(+9.1%)

Deepseek-V3
0.742! 0.934(+19.2%)

0.740! 0.876(+13.6%)
0.642! 0.662

0.542! 0.626(+8.4%)
0.542! 0.622(+8.0%)

0.534! 0.562(+2.8%)
0.784! 0.826(+4.2%)

0.762! 0.794(+3.2%)

LLaMA-3.1-8B
0.202! 0.920(+71.8%)

0.152! 0.440(+28.8%)
0.607! 0.624

0.346! 0.434(+8.8%)
0.346! 0.540(+19.4%)

0.344! 0.442(+9.8%)
0.644! 0.866(+22.2%)

0.600! 0.752(+15.2%)

LLaMA-3.1-70B
0.562! 0.940(+37.8%)

0.560! 0.894(+33.4%)
0.650! 0.668

0.534! 0.614(+8.0%)
0.656! 0.710(+5.4%)

0.634! 0.644(+1.0%)
0.861! 0.900(+3.9%)

0.838! 0.869(+3.1%)

LLaMA-3.1-405B
0.619! 0.937(+31.8%)

0.619! 0.902(+28.3%)
0.673! 0.690

0.558! 0.664(+10.6%)
0.663! 0.719(+5.6%)

0.657! 0.663(+0.6%)
0.874! 0.899(+2.5%)

0.860! 0.879(+1.9%)

AVERAGE
+37.2%
+26.2% +7.2% +9.9%

+4.1%
+8.5%
+5.9%

model scales. Notably, it surpasses zero-shot DeepSeek-R1 starting from RBD-7B and achieves the
highest accuracy of 0.828 on RBD-14B. These results demonstrate the effectiveness and scalability
of reasoning-based �ne-tuning. Full metrics are provided in Appendix C.4.

5.3 Performance of LLM Evaluators with RBD

In this part, we evaluate the bene�ts of integrating RBD into LLM evaluators. As shown in Table 2,
adding the RBD-8B module consistently improves performance across all four bias types and all
LLM evaluators. The most signi�cant accuracy gain is observed for verbosity bias. The performance
boost is especially notable for smaller models—for instance, LLaMA-3.1-8B sees an improvement
of up to 71.8% on verbosity bias. These results broadly demonstrate that RBD provides an external
reasoning mechanism that helps LLM evaluators enhance their judgment and reliability. The prompt
for invoking LLM evaluators and an end-to-end example showing how RBD assists the evaluator
are provided in Appendices D.3 and E.5. We further investigate how RBD performance scales with
model size. As shown in Figure 6, larger RBD leads to greater improvements in LLM evaluation.
Speci�cally, as RBD size increases from 1.5B to 14B, the average accuracy gain rises from +6.5%
to +15.4%, while consistency improves from +5.3% to +11.9%. These �ndings demonstrate the
scalability of RBD. Detailed performance results for each LLM evaluator with RBD other than 8B
are provided in Appendix C.5.

5.4 Generalization Ability of RBD

Prompt robustness We evaluate RBD's robustness to prompt variations by removing the evaluator
model name and the speci�c bias type. As detailed in Appendix C.6, RBD achieves comparable
performance under these ablated settings, demonstrating that it can generalize well without relying
on prompt-speci�c cues.

4For Position Bias, we focus primarily on consistency, as RBD is designed to identify inconsistencies when
the order of options is swapped, rather than altering the evaluator's inherent ability to judge correctness.
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Multi-bias robustness We test whether RBD can handle multiple biases simultaneously by aug-
menting the verbosity dataset with a bandwagon bias, where 90% of samples prefer longer answers.
As shown in Figure 7, smaller models likeGPT-4o-mini andClaude-3.5-haiku degrade sharply
under this multi-bias setup, while larger models remain stable. Applying RBD yields substantial recov-
ery—Figure 8 shows +45% and +63.8% gains for the two models, demonstrating RBD's robustness
even when multiple bias types interact (an illustrative example is provided in Appendix D.4).

Cross-domain generalization To verify that RBD generalizes beyond its training domain, we
apply it to a new factual QA dataset (FactQA) under verbosity bias. Although RBD was trained
exclusively on math problems, it remains effective in this factual setting. As shown in Figure 9, using
Claude-3.5-haiku as the evaluator, RBD-8B and RBD-14B improve accuracy from 0.712 to 0.796
and 0.882, and consistency from 0.654 to 0.694 and 0.740, respectively (the construction setting and
an example of FactQA are provided in Appendix D.5).

External benchmark evaluation Finally, we evaluate RBD on two external benchmarks, LLMBar
[54] and JudgeBench [43], covering two bias types (verbosity and bandwagon). The experimental
settings are described in Appendix C.7 in detail. As shown in Table 3, RBD consistently improves
performance, raising averages from 0.681� 0.792 and 0.705� 0.773 for verbosity bias, and from
0.694� 0.765 and 0.578� 0.624 for bandwagon bias across JudgeBench and LLMBar. These results
con�rm that RBD not only performs well within synthetic datasets but also generalizes robustly to
external, unseen benchmarks.

Figure 7: Comparison of ac-
curacy for GPT and Claude
model families under single
bias and multiple bias (Ver-
bosity + Bandwagon).

Figure 8: Accuracy improve-
ments for GPT-4o-mini and
Claude-3.5-haiku with RBD-
8B under single and multiple
bias.

Figure 9: Evaluation on the
FactQA dataset using Claude-
3.5-Haiku with RBD-8B and
RBD-14B to test RBD's cross-
domain generalization in miti-
gating verbosity bias.

5.5 Comparison to Existing Approaches

We further compare our method against existing prompting-based and �ne-tuned judge approaches
by using LLaMA-3.1-70B as the LLM evaluator with RBD-8B. For prompting-based baselines, we
use an in-context learning setup (prompt is in Appendix E.7) that explicitly instructs the model to
avoid speci�c biases. For �ne-tuned judges, we compare against two strong models—Prometheus2-
8� 7B [22] and Skywork-LLaMA-3.1-70B [41]—both of which perform well on the JUDGEBENCH
benchmark [43]. As shown in Table 4, our method outperforms both prompting-based and �ne-tuned
judge baselines. Prometheus performs poorly especially on bandwagon bias (0.014), likely due to
poor generalization and sensitivity to majority-preference patterns. These results show that RBD not
only achieves superior performance but also offers strong generalization and �exibility, enabling easy
integration into existing LLM evaluators without the need for end-to-end �ne-tuning.

6 Analysis and Discussion

Importance of Reasoning in De-biased Inference In Section 5.2, we showed that reasoning is
essential for RBD training. We now further evaluate its role during inference. As shown in Table 5,
using full reasoning instead of a binary label consistently improves GPT-4o's performance across all
bias types. These results highlight the importance of reasoning in guiding evaluators toward more
robust and bias-aware decisions during inference.
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Table 3: Performance of LLM evaluators with and without RBD on LLMBar [54] and JudgeBench
[43] benchmarks across two bias types.

LLMBar JudgeBench

Bias Type LLM Evaluator w/o RBD w/ RBD-8B w/ RBD-14B w/o RBD w RBD-8B w/RBD-14B

Verbosity

GPT-4o 0.798 0.798 0.820 0.723 0.734 0.747
GPT-4o-mini 0.685 0.663 0.775 0.687 0.740 0.805
Claude-3.5-sonnet 0.730 0.753 0.787 0.711 0.747 0.773
Claude-3.5-haiku 0.427 0.472 0.708 0.651 0.753 0.740
DeepSeek-V3 0.798 0.798 0.854 0.699 0.684 0.753
LLaMA-3.1-8B 0.539 0.596 0.798 0.639 0.671 0.759
LLaMA-3.1-70B 0.719 0.685 0.795 0.723 0.740 0.785
LLaMA-3.1-405B 0.753 0.764 0.798 0.807 0.741 0.821
AVERAGE 0.681 0.691 0.792 0.705 0.726 0.773

Bandwagon

GPT-4o 0.780 0.790 0.830 0.580 0.620 0.610
GPT-4o-mini 0.650 0.670 0.770 0.530 0.530 0.640
Claude-3.5-sonnet 0.770 0.760 0.800 0.640 0.640 0.610
Claude-3.5-haiku 0.530 0.580 0.670 0.540 0.560 0.580
DeepSeek-V3 0.740 0.760 0.780 0.690 0.670 0.700
LLaMA-3.1-8B 0.540 0.590 0.670 0.530 0.580 0.570
LLaMA-3.1-70B 0.730 0.770 0.770 0.570 0.600 0.690
LLaMA-3.1-405B 0.810 0.790 0.830 0.540 0.560 0.590
AVERAGE 0.694 0.714 0.765 0.578 0.595 0.624

Table 4: Bias evaluation results comparing our method
(RBD-8B + LLaMA-3.1-70B) with Prompt-based and
�ne-tuned judge—Prometheus2-8� 7B (Prometheus)
[22] and Skywork-LLaMA-3.1-70B (Skywork) [41].
Accuracy is used, except consistency for position.
Bias Type Vanilla Prompt Prometheus Skywork Ours

Verbosity 0.562 0.576 0.226 0.5920.940
Position 0.534 0.558 0.394 0.6060.614
Bandwagon 0.656 0.664 0.014 0.6640.710
Sentiment 0.861 0.856 0.362 0.6140.900

Table 5: Comparison of providing only
the bias label v.s. the full reasoning
trace from RBD-8B during inference.
GPT-4o is the evaluator. Accuracy is
used, except consistency for position.
Bias Type Original Bias Label Reasoning

Verbosity 0.716 0.764 0.912
Position 0.544 0.566 0.610
Bandwagon 0.518 0.536 0.590
Sentiment 0.824 0.832 0.852

Figure 10: Comparison of LLM eval-
uators in terms of stubbornness (top)
and overcon�dence (bottom). Stub-
bornness re�ects how often a model
sticks to its answer despite bias warn-
ings; overcon�dence measures how
often such answers are wrong.

Stubbornness and Overcon�dence Analysis of LLM Eval-
uators with RBD We introduce two behavioral metrics to
analyze LLM evaluators under bias: (1)Stubbornness:the
percentage of biased cases where the evaluator refuses to revise
its answer after RBD's �ag (2)Overcon�dence: the percent-
age of those unchanged answers that are incorrect (The formal
mathematical de�nitions are in Appendix C.8). As shown
in Figure 10, larger models such as GPT-4o and DeepSeek-
V3 exhibit higher stubbornness, likely because their stronger
internal con�dence makes them less receptive to external cor-
rection. Interestingly, closed-source models are generally
more resistant to revision than open-source models. Moreover,
smaller closed models (e.g., GPT-4o-mini and Claude-3.5-
Haiku) show the highest levels of overcon�dence, implying
that they inherit the self-assured judgment style of their larger
versions without possessing the same reasoning capability.
These �ndings highlight that evaluator robustness does not
always scale with model size and that behavioral biases can
persist—or even intensify—through model distillation and
compression. To mitigate this, we adopt iterative re�nement
of RBD, with details provided in Appendix C.9.

5Estimated using GPT-4o as the LLM evaluator.
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Table 6: Average latency and cost introduced
by integrating the RBD module for bias detec-
tion under the vLLM [24] deployment (batch
size = 4, H100 GPU).

Metric Average

Output tokens per example 470
Latency per example 1.5 s
Throughput 325 tokens/s
Inference cost5 $2.38 × 10–3

Latency Analysis As RBD is designed to operate
as an external module for the LLM evaluator, it is
important to assess its ef�ciency. We measure av-
erage latency, throughput, and cost introduced by
integrating RBD. As shown in Table 6, the average
latency is 1.5 seconds per example, with a throughput
of 325 tokens/s and an inference cost of only $2.38×
10–3. These results demonstrate that RBD improves
evaluator accuracy with low latency and cost. Ap-
pendix C.10 provides a detailed report of the latency
across different RBD model sizes.

Case Study To illustrate RBD's reasoning capability, Figure 11 presents an example GPT-4o-mini
evaluates Output (b) as the positive option, and the statement indicates that 90% of users prefer
Output (b); however, the true positive option is Output (a), which introducesbandwagon bias.
RBD-7B identi�es and explains the bias step-by-step. The colored highlights in the �gure indicate
the structure of RBD's reasoning:Yellow denotes the identi�cation of the bias type (bandwagon);
Red compares the strengths and weaknesses of each output;Blue analyzes the evaluator model's

behavior and capacity;Green concludes whether bias is present and explains why. This case
demonstrates that RBD not only identi�es the presence of bias but also provides rich, interpretable
reasoning grounded in both content-level and model capability-level analysis. We also provide two
additional examples in the math and science domains in Appendix D.6.

Figure 11: An example inHealthcaredomain illustrating RBD-7B's reasoning to mitigateBand-
wagon bias, evaluated using GPT-4o-mini as the LLM evaluator.

7 Conclusion

This paper proposes the RBD that provides reasoning-based feedback to mitigate bias in LLM-
as-a-judge evaluations collaboratively. Rather than �ne-tuning the evaluator itself, RBD operates
externally and collaborates with LLMs to identify biased decisions and suggest revisions through
structured reasoning. We present a full pipeline including bias-speci�c dataset construction, distilled
reasoning-based training of RBD, and evaluation across four representative bias types: verbosity,
position, bandwagon, and sentiment. We develop RBD models in four sizes (1.5B to 14B), and
experiments with eight LLM evaluators show that RBD signi�cantly improves both accuracy and
consistency. Compared to prompt-based and �ne-tuned methods, RBD achieves superior performance
without accessing the evaluator's internal architecture. Further analysis highlights its generalization
and ef�ciency, making it a practical solution for trustworthy LLM evaluation.
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A De�nitions and Illustrative Examples of Four Biases

Table 7 presents the de�nitions and corresponding examples of the four types of biases examined in
this work: verbosity, position, bandwagon, and sentiment bias.

B Detailed Related Work

Prompt-based Bias Mitigation. Prompt-based methods have emerged as a lightweight and �exible
strategy to mitigate bias in LLM-based evaluation. A common approach involves reformulating
instructions to guide the model toward more neutral and fair responses. For example, Zhou et
al.[58] mitigate evaluation bias by calibrating closed-source LLM judges and contrastively training
open-source judges, while also analyzing the effects of prompt instructions. Jiao et al.[18] reveal
positional and verbosity biases and use prompt tuning with chain-of-thought prompting to steer LLMs
toward more fair evaluations. Hida et al.[17] demonstrate that LLM bias assessments are highly
sensitive to prompt formulations, prompting the use of prompt variants for robustness. Wei et al.[49]
introduce a systematic evaluation framework for LLM-as-a-judge that reveals how prompt templates
affect reliability and alignment with human judgment. Tian et al.[44] employ soft prompt tuning
to ef�ciently probe demographic bias in LLMs, avoiding full �ne-tuning. Sant et al.[38] show that
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Table 7: De�nitions and examples of the 4 representative structural biases examined in this work:
verbosity, position, bandwagon, and sentiment bias. Given the question“What is the capital of
France?”, we highlight the biased model's selected answer inYellow .

Bias Type Description Example

Verbosity Bias Prefers longer options even
when they are lower in qual-
ity (e.g., contain factual errors),
over concise but accurate ones.

Output (a): Madrid is the capital of France,
which is a city known for its art and culture...
Output (b): Paris

Position Bias Prefers options at speci�c posi-
tions in a option list (e.g., al-
ways favoring the �rst or last),
rather than evaluating based on
content quality.

Original Order:
Output (a): Madrid is the capital of

France.
Output (b): Paris is the capital of France.

Swapped Order:
Output (a): Paris is the capital of France.

Output (b): Madrid is the capital of France.

Bandwagon Bias Prefers options that appear more
popular, rather than making an
independent judgment based on
content quality.

Statement: 90% of users prefer Output (a).
Output (a): Madrid is the capital of

France.
Output (b): Paris is the capital of France.

Sentiment Bias Prefers responses with a speci�c
tone (e.g., positive instead of
neutral or negative), even when
the latter are more accurate.

Output (a): Excitedly, Madrid proudly
stands as the capital of France, known for its
charm and lively atmosphere.
Output (b): Unfortunately, Paris merely
serves as the capital of France, offering little
beyond its administrative role.

carefully designed instruction prompts reduce gender bias in translation tasks. Dwivedi et al.[11]
propose prompt-based methods using in-context examples to break sentiment and gender bias in
LLM outputs. Further improvements have been made through multi-turn interaction and multi-agent
collaboration, which encourage deliberation and reduce individual judgment bias: Arif et al.[4] design
a multi-agent work�ow in which LLMs assume roles like judge and jury to collaboratively re�ne
evaluations; Bandi et al.[5] develop an adversarial debate framework that improves evaluator rigor
by pitting models against each other under a deliberative judge system; and Yu et al. [53] propose
KIEval, where an interactive interactor LLM probes model knowledge through multi-turn questioning
to reveal deeper understanding and mitigate evaluation bias.

Fine-tuned Evaluator Models. Fine-tuned evaluator models represent a more direct approach to
mitigating bias by training language models to replicate human-aligned judgment through supervised
learning on preference data. Liu et al.[31] propose PORTIA, a pairwise preference-based method that
improves evaluator alignment with human judgment by reframing evaluation as an aggregation of
local pairwise decisions. To enhance interpretability, Trivedi et al.[45] introduce a self-rationalization
mechanism that boosts scoring quality by letting LLMs iteratively explain and revise their judgments.
Ke et al.[20] develop CritiqueLLM, which generates �ne-grained natural language critiques to support
more transparent and informative evaluations. Several works focus on producing evaluators that
provide both judgments and justi�cations. For instance, Li et al.[29] introduce Auto-J, a generative
judge trained on large-scale comparison and critique data that outputs both decisions and rationales.
Similarly, Zhu et al.[59] present JudgeLM, a �ne-tuned judge model that uses data augmentation and
reference-based training to address format and position bias, achieving high agreement with GPT-4.
Efforts such as Skywork[41] release high-performing LLaMA-based judge models (up to 70B) trained
for pairwise evaluations, topping the RewardBench leaderboard. Prometheus [21, 22] develops a
rubric-based open evaluator that scores outputs against custom criteria and approaches GPT-4 in
evaluation reliability. Complementing these, Wang et al. [48] propose PandaLM, a reproducible
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