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Abstract

To make effective decisions in novel environments with long-horizon goals, it is
crucial to engage in hierarchical reasoning across spatial and temporal scales. This
entails planning abstract subgoal sequences, visually reasoning about the under-
lying plans, and executing actions in accordance with the devised plan through
visual-motor control. We propose Compositional Foundation Models for Hierarchi-
cal Planning (HiP), a foundation model which leverages multiple expert foundation
model trained on language, vision and action data individually jointly together to
solve long-horizon tasks. We use a large language model to construct symbolic
plans that are grounded in the environment through a large video diffusion model.
Generated video plans are then grounded to visual-motor control, through an in-
verse dynamics model that infers actions from generated videos. To enable effective
reasoning within this hierarchy, we enforce consistency between the models via
iterative refinement. We illustrate the efficacy and adaptability of our approach in
three different long-horizon table-top manipulation tasks.

1 Introduction

Consider the task of making a cup of tea in an unfamiliar house. To successfully execute this task, an
effective approach is to reason hierarchically at multiple levels: an abstract level, e.g. the high level
steps needed to heat up the tea, a concrete geometric level e.g., how we should physically navigate
to and in the kitchen, and at a control level e.g. how we should actuate our joints to lift a cup. It is
further important that reasoning at each level is self-consistent with each other — an abstract plan to
look in cabinets for tea kettles must also be physically plausible at the geometric level and executable
given the actuations we are capable of. In this paper, we explore how we can create agents capable of
solving novel long-horizon tasks which require hierarchical reasoning.

Large “foundation models" have become a dominant paradigm in solving tasks in natural language
processing [36, 47, 7], computer vision [26], and mathematical reasoning [27]. In line with this
paradigm, a question of broad interest is to develop a “foundation model” that can solve novel and
long-horizon decision-making tasks. Some prior works [39, 6] collected paired visual, language
and action data and trained a monolithic neural network for solving long-horizon tasks. However,
collecting paired visual, language and action data is expensive and hard to scale up. Another line
of prior works [10, 28] finetune large language models (LLM) on both visual and language inputs
using task-specific robot demonstrations. This is problematic because, unlike the abundance of
text on the Internet, paired vision and language robotics demonstrations are not readily available
and are expensive to collect. Furthermore, finetuning high-performing language models, such as
GPT3.5/4 [37, 36] and PaLM [7], is currently impossible, as the model weights are not open-sourced.
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Figure 1: Compositional Foundation Models for Hierarchical Planning. HiP uses a task model, represented
using a LLM, to create an abstract plan, a visual model, represented using a video model, to generate an image
trajectory plan, and an ego-centric action model to infer actions from the image trajectory.

The key characteristic of the foundation model is that solving a new task or adapting to a new
environment is possible with much less data compared to training from scratch for that task or
domain. Instead of building a foundation model for long-term planning by collecting paired language-
vision-action data, in this work we seek a scalable alternative — can we reduce the need for a costly
and tedious process of collecting paired data across three modalities and yet be relatively efficient
at solving new planning tasks? We propose Compositional Foundation Models for Hierarchical
Planning (HiP), a foundation model that is a composition of different expert models trained on
language, vision, and action data individually. Because these models are trained individually, the
data requirements for constructing the foundation models are substantially reduced (Figure 1). Given
an abstract language instruction describing the desired task, HiP uses a large language model to
find a sequence of sub-tasks (i.e., planning). HiP then uses a large video diffusion model to capture
geometric and physical information about the world and generates a more detailed plan in form
of an observation-only trajectory. Finally, HiP uses a large pre-trained inverse model that maps a
sequence of ego-centric images into actions. The compositional design choice for decision-making
allows separate models to reason at different levels of the hierarchy, and jointly make expert decisions
without the need for ever collecting expensive paired decision-making data across modalities.

Given three models trained independently, they can produce inconsistent outputs that can lead to
overall planning failure. For instance, a naive approach for composing models is to take the maximum-
likelihood output at each stage. However, a step of plan which is high likelihood under one model, i.e.
looking for a tea kettle in a cabinet may have zero likelihood under a seperate model, i.e. if there is no
cabinet in the house. It is instead important to sample a plan that jointly maximizes likelihood across
every expert model. To create consistent plans across our disparate models, we propose an iterative
refinement mechanism to ensure consistency using feedback from the downstream models [28].
At each step of the language model’s generative process, intermediate feedback from a likelihood
estimator conditioned on an image of the current state is incorporated into the output distribution.
Similarly, at each step of the video model generation, intermediate feedback from the action model
refines video generation. This iferative refinement procedure promotes consensus among the different
models and thereby enables hierarchically consistent plans that are both responsive to the goal
and executable given the current state and agent. Our proposed iterative refinement approach is
computationally efficient to train, as it does not require any large model finetuning. Furthermore, we
do not require access to the model’s weights and our approach works with any models that offer only
input and output API access.

In summary, we propose a compositional foundation model for hierarchical planning that leverages a
composition of foundation models, learned separately on different modalities of Internet and ego-
centric robotics data, to construct long-horizon plans. We demonstrate promising results on three
long-horizon tabletop manipulation environments.

2 Compostional Foundation Models for Hierarchical Planning

We propose HiP, a foundation model that decomposes the problem of generating action trajectories
for long-horizon tasks specified by a language goal g into three levels of hierarchy: (1) Task planning
— inferring a language subgoal w; conditioned on observation X;:1 and language goal g; (2) Visual
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