A A Brief Review of EM and Variational Inference

Fig.[5 shows the representation of a generative graphical model that produces observations z from
a distribution 2 ~ p,,(x|h), has hidden variables h, and is parameterised by a set of parameters,
w. In learning a model, we often seek the parameters that maximises the log-marginal-likelihood
(LML), which can be found by marginalising the joint distribution p,, (z, h) over hidden variables:

L,(x) =logp,(x) = log </ oz, h)dh) . (8)
H
In many cases, we also need to infer the corresponding posterior, e
DPuw (1‘, h)
w(hlz) = ———77—. -‘”
Evaluating the marginal likelihood in Eq. (8) and obtain the correspond- @

ing posterior, however, is intractable for most distributions. To compute  Figure 5: Graphical model
the marginal likelihood and w™, we can use the EM algorithm [13]] and of inference problem.
variational inference (VI). We review these two methods now.

For any valid probability distribution ¢(h) with support over & we can rewrite the LML as a difference
of two divergences [30],

ly(z) /H q(h)log <p‘”q((“2’)h)> dh — /Hq(h) log <pL;((i;L)x)> dh,
=L(w,q(h)) + KL(q(h) || po(h|z)), o)

where L(w,q(h)) = [, q(h)log (%) dh is known as the evidence lower bound (ELBO).

Intuitively, as KL(q(h) || pw(h|z)) > 0, it follows that £,,(z) > ELBO (¢q(h);w), hence ¢,,(z) >
ELBO (¢(h);w) is a lower bound for the LML. The derivation of this bound can also be viewed as
applying Jensen’s inequality directly to Eq. (8) [8]. Note that when the ELBO and marginal likelihood
are identical, the resulting KL divergence between the function ¢(h) and the posterior p(h|z) is zero,
implying that g(h) = p, (h|x).

Maximising the LML now reduces to maximising the ELBO, which can be achieved iteratively using
EM [13}[71]; an expectation step (E-step) finds the posterior for the current set of model parameters
and then a maximisation step (M-step) maximises the ELBO with respect to w while keeping g(h)
fixed as the posterior from the E-step.

As finding the exact posterior in the E-step is still typically intractable, we resort to variational
inference (VI), a powerful tool for approximating the posterior using a parametrised variational
distribution gg(h) [30L4]]. VI aims to reduce the KL divergence between the true posterior and the
variational distribution, KL(gg(h) || pw(h|z)). Typically VI never brings this divergence to zero
but nonetheless yields useful posterior approximations. As minimising KL(gg(h) || p.(h|z)) is
equivalent to maximising the ELBO for the variational distribution (see Eq. (23) from Theorem [3),
the variational E-step amounts to maximising the ELBO with respect to § while keeping w constant.
The variational EM algorithm can be summarised as:

Variational E-Step: 051 + arg max L(wy, 6),
)

Variational M-Step: w41 < arg max L(w, 0xy1).
w

B A Probabilistic Interpretation of VIREL

We now motivate our inference procedure and Boltzmann distribution 7, (a|s) from a probabilistic
perspective, demonstrating that 7, (a|s) can be interpreted as an action-posterior that characterises
the uncertainty our model has in the optimality of Qw(h). Moreover, maximising £(w, ) for 6
is equivalent to carrying our variational inference on the graphical model in Fig.[6 for any ¢, >
0.
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B.1 Model Specification

Like previous work, we introduce a binary variable O € {0, 1} in order to define a formal graphical
model for our inference problem when ¢,, > 0. The likelihood of O therefore takes the form of a
Bernoulli distribution:

Pu(O[h) = Yo (R)° (1 = yu (h)) =),
where

Ew

Yw(h) == exp (

In most existing frameworks, O = 1 is understood to be the event that the agent is acting optimally
[35,163]. As we are using function approximators in VIREL, O = 1 can be interpreted as the event

that the agent is behaving optimally under Qu (h). Exploring the semantics of O further, consider the
likelihood when O = 1:

pw(O =1[h) = exp (

Qw(h) — Mmaxg/ Qw (alv S)) )

Qw (h) — max, Qw (o, S))

Ew

Observe that 0 < p,(0O = 1) < 1Vw € Q s.t. g, > 0. For any
state s and any action a* such that p,,(O = 1|s,a*) = 1, such an action
must be optimal under Qw(h) in the sense that it is the greedy action
a* € argmax, Q. (h). If we find p,(O = 1|h) = 1V h € H, then
all observed state-action pairs have been generated from a greedy policy
m(als) = 6(a € argmax,, Q. (a'|s)). From Theorem |Z, the closer the
residual error €, is to zero, the closer Qw(h) becomes to representing an
optimal action-value function. When ¢, ~ 0, any a observed such that  gjoyre 6: Graphical model
P (O = 1a, ) = 1 will be very nearly an action sampled from an optimal  for vIREL (variational ap-
policy, that is @ ~ w(a|-) = d(a € argmax, Q*(a'|-)). We caution proximation dashed)
readers that in the limit €,, — 0, our likelihood is not well-defined for any

a € argmax,, Q,(a’, s). Without loss of generality, we condition on optimality for the rest of this

_ max,s Qu(a’,s)
TR w02 ), our

section, writing O in place of O = 1. Defining the function y,,(s) := exp (
likelihood takes the convenient form:

po(Olh) = exp (QU‘)) 0a(s)

w

Defining the prior distribution as the uniform distribution p(h) = U(h) completes our model, the
graph for which is shown in Fig.[6] Using Bayes’ rule, we find our posterior distribution is:

_ pu(Olh)p(h)
P (h|O) = @)
pw(O[R)p(h)
J3 Po(OlR)p(h)dh’
_ P (%) (o) 10
a f?—t exp (Q:iih)) yw(s)dh.

We can also derive our action-posterior, p,,(als, ©), which we will find to be equivalent to the
Boltzmann policy from Eq. (3). Using Bayes’ rule, it follows:
_ P (h|O)

pw(als, O) m

Now, we find p,(s|O) by marginalising our posterior over actions. Substituting p,,(s|O) =
[ pu(h|O)da yields :

__ pu(h|O)
pu(als, O) = W.
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Substituting for our posterior from Eq. (10), we obtain:

exp () yols)  fyexp () wo(s)dn

S exp (Q:iih)) w(s)da [, exp (Qgih)) yw(s)dh’

pu(als,O) =

proving that our action-posterior is exactly the Boltzmann policy introduced in Section From a
Bayesian perspective, the action-posterior p,, (a|s, O) characterises the uncertainty we have in deduc-

ing the optimal action for a given state s under Q,, (h); whenever e, ~ 0 and hence Q,,(h) ~ Q*(h),
the uncertainty will be very small as p,,(a|s, O) will have near-zero variance, approximating a Dirac-
delta distribution. Our model is therefore highly confident that the maximum-a-posteriori (MAP)

action a € argmax,, Q,,(a’, s) is an optimal action, with all of the probability mass being close to
this point. In light of this, we can interpret the greedy policy 7, (a|s) = d(a € argmax,, Q. (a’,s))
as one that always selecting the MAP action across all states.

As our model incorporates the uncertainty in the optimality of Q,, (k) into the variance of 7, (als),
we can benefit directly by sampling trajectories from 7, (a|s) which drives exploration to gather
data that is beneficial to reducing the residual error €,,. Unfortunately, calculating the normalisation

constant | 4 €XD (Q:—(h)) da is intractable for most function approximators and MDPs of interest. As

such, we resort to variational inference, a powerful technique to infer an approximation to a posterior
distribution from a tractable family of variational distributions [30} 141 [8]]. As before 7y (a|s) is known
as the variational policy, is parametrised by § € © and with the same support as 7, (a|s). Like in
Section[3.1] we define a variational distribution as gg(h) := d(s)mg(a|s), where d(s) is an arbitrary
sampling distribution with support over S. We fix d(s), as in our model-free paradigm we do not
learn the state transition dynamics and only seek to infer the action-posterior.

The goal of variational inference is to find gg(h) closest in KL-divergence to p,,(h|O), giving an
objective:

S arg min KL(go(h) || pu(h]|O)).

This objective still requires the intractable computation of [ exp (Q:i(h)) Yw(8)dh. Using Eq. 4%),
we can overcome this by writing the KL divergence in terms of the ELBO:

KL(qe(h) ” pw(h‘o)) =4, — Ew(e)a
exp (Q:iih)> Y (8)
q0(h)

where /£, = 1og/

Hexp <M> Yo(s)dh, L,(0) = Epogyn) |log

w

We see that minimising the KL-divergence for 6 is equivalent to maximising the ELBO for 6, which
is tractable. This affords a new objective:

0* € argmax L,,(0).
0
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Expanding the ELBO yields:

exp (Q:i(h)) Yw(8)
L,(0) = ]Eh~qe(h) log )

exp
= IEswd(s) ]E(LNTrg(a\s) s

' (%) ()

= IEswd(s) IEa~71'g(a|s) +E a~g(als) [lOg yw< )] - Ea~7rg(a\s) [10g(ﬂ'g(a|8)d(8))]1 )

Qw h
=Eqna(s) |Eammo(als) gi }| 4+ 10g 0 (5) — 108 (5) = By als) o8 Mo al3)] |,
- -Qw h T Y (S
= Eswd(s) ]Ell'\/ﬂ'g(a|s) gi ) _ ]an'rre(a\s) [log mg(als)] +Es~d(s) log d(i)> ,
— - Aw h A » s
= ]EsNd(s) Ea~7‘rg(a|8) ng} ) + %(ﬂ_e((ﬂs)) +]ESNd(S) |:10g (yd(i)))] :

As the final term E; . () [log (yd“((f)) )] has no dependency on 6, we can neglect it from our objective,
recovering the VIREL objective from Eq. ({@):

Qu(h)

‘Cw(e) = IIEﬂswd(s) lanwQ(a|s) [ + c%”(m)(a|s))] .

Finally, Theorem guarantees that minimising £, () always minimises the expected KL divergence
between 7, (als) and 7y (a|s), allowing us to learn a variational approximation for the action-
posterior.

C A Discussion of the Target Set T

We now prove that the Bellman operator for the Boltzmann policy, 7™ = r(h) +
YE L p(s’|h)me, (a|s7) [*]> is @ member of T. Taking the limit e, — 0 of 7™~ (), (h), we find:

im 77 Qu(h) = (k) + 1 YEwp(snym, (o) [Qw(h')] .

From Theorem |_, evalutating lim., 0 YEp/wp(s/|n)m, (a/|s') [] recovers a Dirac-delta distribu-
tion:

Tw N A ’
51;12107— Qw( ) - T(h) + /YEh’Np(s’\h)é(a’:argmaxa Qu(a,s)) [Qw(h‘ )} ’
= T’(h) + ’th’Np(s’\h) [I%@X(Qw(h/))} ,
= T*Qu(h).

which is sufficient to demonstrate membership of T.

Observe that using 7™ - implies @, (h) cannot represent the true Q-function of any 7, (a|s) except
for the optimal Q-function. To see this, imagine there exists some &,, > 0 such that Q™ (-) = Q().
Under these conditions, it holds that TWWQ( )= Q( ) = &, = 0, which is a contradiction. More
generally, as 7, (al|s) is defined in terms of ¢,,, which itself depends on 7, (a|s) from the definition of
T7«., any w satisfying this recursive definition forms a constrained set (2¢ C (2. Crucially, we show
in Theorem |2 that there always exists some w* € Q¢ such that Q.- can represent the action-value
function for an optimal policy. Note that there may exist other policies that are not Boltzmann

distributions such that Q,,(h) = Q™ (h) for some w € ¢, We discuss operators that don’t constrain
Q2 in Appendix [F2,
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Finally, we can approximate 7™ using any TD target sampled from 7, (a|s) (see Sutton & Barto
[55] for an overview of TD methods). Likewise, the optimum Bellman operator 7*- = r(h) +
YEps p(s'|py [Maxg (+)] is by definition a member of T and can be approximated using the Q-learning
target [68]].

D Proofs for Section[3]

D.1 Derivation of Lower Bound in terms of KL Divergence

We need to show that
L(w,0) = L(w) — KL(go(h) || pw(h)) — H(d(s)), (11)

Qu(h) P (%)

where f(w) == log/ exp ( ) dh, po(h) = _ .
e s (23

Starting with the LHS of Eq. (1), and recalling the definition of £(w, ) from Eq. (4), we have:

Qu(h
L(w,0) = Esa(s) [anems) l 6( )

+ %(W@(a|s))] )

Expanding the definition of differential entropy, .7 (7 (a|s)):

Qu(h
L(w,0) = Egoas) []ane((us) [ 5( )

- anﬂg(a\s) [log 7T9(CL|5)]] )

— By []ane(als) [ — Eormo(als) [IOg (Wa(ﬂ(i;)l( s) p;((;;))” ;

Aw b h
:Eswd(s) [EGNWG(Q|3) [Qgi )] _EGNTFG(O«‘S) |:10g (qi((h))>

- anﬂg(a\s) [logpw(h)] + log(d(s>)‘| ;

Qu(h)

Ew

QZ(’”O — KL(go(h) || pus(h)) — S(d(5)) — Epmgy(ny l0g pu(h)] -

= Ehgo(n) [
Substituting for the definition of p,, (k) in the final term yields our desired result:

Qu(h)

— KL(mg(als) || mo(als)) — #(d(s))

(M) 1

J3, exp ( ) dh

— KL(mg(als) || mo(als)) — 2(d(s))

—Epgo(n) [ + log/ﬂexp <Q:£h)> dh},

= (w) = KL(go(h) || po(h)) — A (d(s)).

E(wﬁ) ]Ethg(h) [

- ]Ea~7r3(a\s) log (

Qu(h)

= Ethe(h) [

Qu(h)
Ew
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D.2 Convergence of Boltzmann Distribution to Dirac-Delta

Theorem 1 (Convergence of Boltzmann Distribution to Dirac Delta). Let p. : X — [0,1] be a
Boltzmann distribution with temperature € € R>q
(z ))

))dx

x,.;

exp (

Jxexp (

pe(7) =

where f 1 X — Y is a function with a unique maximum f(x*) = sup, f, a compact domain X
and bounded range Y. Let f be locally C? smooth about x*, thatis 3 A > 0 s.t.f(x) € C2V x €
{z|||lx — z*|| < A }. In the limit ¢ — 0, pc(x) — 6(x™), that is:

lim [ p(z)pe (v)dz = p(a7), (12)
e=0 [

for any smooth test function ¢ € CF(X).

Proof. Firstly, we define the auxiliary function to be

Note, g(z) < 0 with equality at g(x*) = 0. Substituting f(z) = g(z) + f(«*) into p.(x):

= (13)
fX exp g?) dx
Now, substituting Eq. (I3) into the limit in Eq. (I2)) yields:
exp (42))
lim [ ¢(x)pe(x)dr = lim / o(x) dr | . (14)
e—0 x € e—0 X f){ exp (@) d.T/'
Using the substitution u := % to transform the integrals in Eq. li we obtain
exp( g(z” *fu))
lim [ ¢(z)pe(z)dr = lim / o(z* — \/eu) - © Vedu |,
e—=0 Jy e—0 u fu exp (g(x fu)) \Edu
J o(a* — \fu)exp( g(a” _‘[u)) du
= lim (15)
e—0 fu exp (g(r ;ﬁu)) du

21



We now find lim. ¢ (M) . Denoting the partial derivative 0, 7 == a?/E and using L’Hopital’s
rule to the second derivative with respect to /€, we find the limit as:

- (g(x* ;ﬁu)) i <8¢gg(x* - \@u>> ,

e—0 e—0 8\[5

<8\[fx —fu))
_Eli)% 8[5 ’

( TVf fu))

b

—/z (u Tfo — Veu))
3\/2\[) 7

6HO< u' V2f(x* — \/eu)u >7
WV

2
T2 *
The integrand in the numerator in Eq. therefore converges pointwise to ¢(x*) exp (%) ,

that is
lim (so(:c* — VEu) exp (M)) — p(a*)exp (“TVQM‘) . ae)

e—0 2

T2 *
and the integrand in the denominator converges pointwise to exp (%), that is

i (e (227 V) ) gy (L) )

From the second order sufficient conditions for f(x*) to be a maximum, we have u " V2 f(z*)u < 0
V u € U with equality only when v = 0 [37]. This implies that Eq. (16) and Eq. (17) are both
bounded functions.

By definition, we have g(z* — y/eu) < 0V u € U, which implies that | exp (W%/Eu)) | < 1.
Consequently, the integrand in the numerator of Eq. is dominated by ||¢(+)||c0, that is

" glx* — /eu
oo = VEexp (L5 < o) 18)

and the integrand in the denominator is dominated by 1, that is
exp (g(a:—\@u))‘ <1. (19)
€

Together Egs. (I6) to (I9) are the sufficient conditions for applying the dominated convergence
theorem [3]], allowing us to commute all limits and integrals in Eq. (I3)), yielding our desired result:

Jyo(x* — \/eu) exp (M) du
lim [ o(z)pe(z)dz = lim ; (W* fu)) -
€ x € exp u
u

Jtimeo (@ = vEu) exp (22424 ) ) qu
= f lim._,q (exp (W%@)) du )

_ Juelat)exp (uT VA f(a)u) du

o exp (uT V2 f(z*)u) du

o Jyexp (w2 f(z%)u) du
Jyexp (uT V2 f(z*)u) du’
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D.3 Optimal Boltzmann Distributions as Optimal Policies

Lemma 1 (Lower and Upper limits of £(w, 9)). i) For any £, > 0 and mg(als) = §(a ) have
L(w,0) = —o0. ii) For Q,(-) > 0 and any non-deterministic wg(a|s), lim, .o L(w,0) =

Proof. To prove i), we substitute g (a|s) = 6(a*) into L(w, #) from Eq. {@), yielding:

5 (h *
‘C<w79) = Eswd(s) [ané(a*) lciu + 7—[(6(@ ))] R
Aw a*,s .
=Esnags) [Q() +H(d(a ))] : (20)
We now prove that 7 (6(a*)) = —oo for any a*. Letp : X — [0, 1] be any zero-mean, unit

variance distribution. Using a transformation of variables, we have A = oX + a* and hence
p(a) = 1p(oz — a*). We can therefore write our Dirac-delta distribution as

d(a”) = lim p(a) = lim —p(oz — a®).
Substituting into the definition of differential entropy, we obtain:
A (8(a”)) = lim A (p(a))
= hm%ﬂ( p(o x—a*)),
o—0
=—lim | —p(ox —a")log (p(ax —a )) da,
g

1 1
=—lim | —p(ox—a*)log(p(ocx —a*))da+ lim | —p(ox —a*)log(o)da,

o0 4 0 o0 4 0
= | a0 (p(=a")) da+ Jin g (o).
= —log(p(—a")) + lim log (9), 21
= —0o0.
Substituting for #(5(a*)) from Eq. in Eq. yields our desired result:

Qu(a,s)

Ew

+ Esna(s) [H(3(a))],

L(wﬁ) = Es,\,d(s) [

_ Bonao [Qw(a*,S)] , - .
+ (lim log () —log(p(=a")))Esnas) 1]

Ew

= —OO’
where our final line follows from the first term being finite for any £, > 0.

To prove ii), we take the limit £, — 0 of £(w, ) in Eq. @):

]Eds7r als Qw(h)
hmﬁ(w@):hm ()9(‘)[ }

£,—0 £,—0 Ew

+ Eqe) [ (mo(als))] |,

. Ed(syro(als) [Qw( )}

ew—0 Ew

+ Eq(s) [ (o (als))],
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where our last line follows from J#(my(als)) being finite for any non-deterministic 7y (a|s) and
Qu() >0 = Ea(symy(als) [Qw(h)} > 0.

O

Theorem 2 (Optimal Boltzmann Distributions as Optimal Policies). For any pair {w*, 6*} that
maximises L(w, ) defined in Eq. (E[) the corresponding variational policy induced must be optimal,
ie. {w", 0%} € argmax,, g L(w,0) == 7,-(als) € II*. Moreover, any 0* s.t. Ty (als) =
T,-(als) = 0" € argmax,, 4 L(w,0).

Proof. Our proof is structured as follows: Firstly, we prove that €,« = 0 is both a necessary
and sufficient condition for any w* € argmax, 4 L(w, ) with Q.- (-) > 0. We then verify that

Qu- (+) > 0 is satisfied by our framework and ¢,,+ = 0 is feasible. Finally, we prove that €,,» = 0 is
sufficient for m -« (al|s) € II*.

To prove necessity, assume there exists an optimal w* such that €, # 0. As g, > 0, it must be that
gy > 0. Consider £(w, §) as defined in Eq. (4):

E (s)mo(als) [Qw( ):|

€w

L(w,0) =

+ Eqs) [ (70 (als))] -

As Tg(als) has finite variance, . (mg(als)) is upper bounded, and as Q,(-) is upper bounded,
Ea(s)re(als) {Qw(h)} is upper bounded too. Together, this implies that E (), (a|s) {Qw(h)} is upper

bounded for £,,« > 0. From Assumption |Z, there exists w® € € such that £,,0 = 0. From Lemma |I,
there exists 6* such that lim. . 0 £(w®, §*) = oo, implying L(w*,60%) < L(w®,8*) which is a
contradiction.

To prove sufficiency, we take arg max,, L(w, 6):

O

Zih) + Ea(s) [%(m(asm) :

w(h
=argmax (Ed(s)ﬂ'g(as) [ 6( >‘|> 5

=argmax E Amaals) [Q ( )]

w 5w

arg max L(w, §) = arg max (Ed(s)ﬂ'g(as) [
w

w

O

Assume that @ Q.+ (+) > 0. It then follows:

Eq(s)ro(als) [Qw(h)}
arg max L(w, §) = arg max

w w Ew

=argmin fw ~ ,
w Ed(s)re(als) [Qw(h)}
=argmine,,

which, as g, > 0, is satisfied for any w* € Q s.t. £, = 0, proving sufficiency.

Assume now (i) Qw ) is locally smooth with a unique maximum over actions according to Defini-
tion[I] Under this cond1t10n we can apply Theorem [T]and our Boltzmann distribution tends towards a
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Dirac-delta function:

Qu= (h)
P ( € ) A
T (als) = lim - = §(a = argmax Q- (s,a’)), (22)
cw—0 f exp (Qw;w(h)) da o

which is a greedy policy w.rt. Qu-(-). From Definition |Z when lim. 7, (a|s) we have
ToQuw(h) = T*Qu(h). Substituting into £,- = 0 shows our our function approximator must
satisfy an optimal Bellman equation:

Eur = gnT*@ww) —Qu|E =0,
— T Qu- () = Qur (),

)
Qu+(+) = Q*(+) under Assumptions |Z and E respectively. Substituting for Q.- (-) = Q*(+) into
7+ (a|s) from Eq. we recover our desired result:

w* € argmax L(w, 0)
w

= 7+ (als) = §(a = argmax Q*(s,a’)) € II*.

a

From LemmaE, we have that £(w, ) — co = max,, g £(w, #) when ¢, = 0 for any §* € O such
that the variational policy is non-deterministic, hence

{w",0"} € argmax L(w,0) = m«(als) € II*,

w,B

as required. O

D.4 Maximising the ELBO for ¢

Theorem 3 (Maximising the ELBO for ). Maximsing L(w,0) for 6 with ,, > 0 is equivalent
to minimising the expected KL divergence between 7, (a|s) and my(a|s), i.e. for any e, > 0,
maxy L(w,8) = ming Ey,) [KL(7g(als) || 7. (als))] with w,(als) = mg(a|s) under exact repre-
sentability.

Proof. Firstly, we write £(w, 6) in terms of £(w) and KL(gg(R) || p.,(h)) from Eq. (5, ignoring the
entropy term which has no dependency on w and 6:

L(w,0) = £(w) — KL(go(h) || ps(h)),
which, for any ¢, > 0, implies
max £(w,0) = max (£(w) = KL(go (k) || pa(h)))
= win (KL(go(R) || po(R))) - (23)

We now introduce the definition

7 Jaexp (Q:£h)) da

= [, exp (sz)h)) i

Pu(s)
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exp (Q‘;Eh))
= fyexp (92) an:
exp (ngh)) [ aexp (Qgih)) da
Jexp (L8 an - [y exp (20 da
exp (L) [y ep () da
Jaexp (%) da [, exp (920) an’

= T (als)pu(s)-
Substituting for p,,(h) = 7, (als)p.(s) and gg(h) = d(s)me(als) into the KL divergence from
Eq. yields:
d(s)mg(als) )}

KL(go(h) [| po(P)) = Edgsym(als) {Mg <pw(8)7rw(as)

= Eg(s)my(als) {log (pi(:s))ﬂ  Bdtaymo k) {log (77:5 Z||Z)) ﬂ
— Eys) [log (pi(;s))ﬂ Ero(als) (1] + Eagsymo(als) [log <:z((a||i )]

= Eys) {log (pci(f ))ﬂ + Eq() []Emw) {log( ZE)))H

= KL(d(s) || pu(s)) + Eq(s) [KL(mg(als) || 7 (als))] - 24)

Observe that the first term in Eq. (24) does not depend on 6, hence taking the minimum yields our
desired result:

g £(w, 0) = min (KLA(s) || pu(s) + Eage) [KL(mo(als) || ma(als)])
= memzad(S) [KL(mo(als) || 7. (als))].

S

Since KL(mg(als) || m,(als)) > 0, it follows that under exact representability, that is there
exists § € O s.t. mg(als) = m,(als) and hence KL(mp(als) || mu(als)) = 0, we have
ming Eq(s) [KL(mg(als) || mo(als))] = 0.

E Deriving the EM Algorithm

E.1 E-Step

Here we provide a full derivation of our E-step of our variational actor-critic algorithm. The ELBO
for our model from Eq. (@) with wy, fixed is:

Eqnrg(als) [ka (h)}

Ewp

+ A (mg(als))

E(“‘-’k) 0) :Eswd(s)

Taking derivatives of the w-fixed ELBO with respect to § yields:

VoEaro(als) [ka (h)]

Ewy,

VQﬁ(Wk, 9) :Eswd(s) + Vg%(’frg((ﬂs)) )

anﬂ'g(a|s) |:ka (h)V9 log g (a|s)}

Ewp

:ESNd(S) + ngf(ﬂg(a‘s)) s
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where we have used the log-derivative trick [56] in deriving the final line. Note that in this form,
when ¢, ~ 0, our gradient signal becomes very large. To prevent ill-conditioning, we multiply our
objective by the constant &,,,. As e, > 0 for all non-optimal wy, (see Theorem [2), this will not
change the solution to the E-step optimisation. Our gradient becomes:

€ Vo L(wr, 0) =, q(s) [ane(a|s) [ka (h)V log m(ap)} n swkvgjf(ﬂg(a|s))] . (©5)

as required.

E.2 M-Step

Here we provide a full derivation of the M-step for our variational actor-critic algorithm. The ELBO
from Eq. (4) with 61 fixed is:

Eﬂ9k+l (a]s) |:Qw(h’)

Ew

‘C(wa 0k+1) = ]Ed(s) :| + %(ﬂ9k+1 (CL|S))

Taking derivatives of the with respect to w yields:

()]

VoQu(h)  Qulh)
Ew (sw)2

1 .
WEd(S)W9k+1(a‘S) [Qw(h)} vw5w7

where we note that €, does not depend on h, which allowed us to move it in and out of the expectation
in deriving the final line. The gradient depends on terms up to ( )2 , and so we multiply our objective

vwﬁ(wy 9k+1) Ed(s)rrgk (als)

Ed(s)ﬂ9k+1 (als)

ngw] )

%Ed(s)ﬂ9k+l(a B [ wQu(h )} -

by (gw,)? to prevent ill-conditioning when ¢,, ~ 0. As (g,,)? > 0 for all non-convergent w*, this
does not change the solution to our M-step optlmlsatlon and can be seen as introducing an adaptlve
step size which supplements ayigic. Observe that _., = 1, which, with a slight abuse of notation,

yields our desired result:

(sz‘)2vw£(wa 9k+1) = EWiEd(S)‘ITgk+1 (a]s) [vaw(h)} - Ed(s)wek+1(a|s) |:Qw(h):| Vww-

In general, calculating the exact gradient of €, is non-trivial. We now derive this update for three
important cases:

E.3 Gradient of the Residual Error

We define 3, (h) == T.,Qu(h) — Q. (k) and use the notation E[.] £ Ej,~24(n)[-]. Taking the derivative
yields:

Vw w — v w 27
= 5VQ,E [Bu(h)?]
=E[Bu(h)VuBu(h)]. (26)
For targets that do not depend on ,(a|s), the gradient of V /. (h) can be computed directly.
As an example, consider the update for the optimal Bellman operator target 7*- = r(h) +

YEp op(s/|p) [Maxy (+)]:
VuBu(h) = ES’Np(s’|h) Vw@w (a”, 31)} - vaw(h)v

where a* = arg max, Q(a, 5').
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Consider instead the Bellman operator target 7™ Q,,(h) = r(h) + vE,, [Qw (W )] for the Bellman

policy 7, (a|s), which does have dependency on 7, (al|s). For convenience, we denote the expectation
Ep/ op(s|h)mo (a’]s) [-] a8 Ey, [-]. To obtain an analytic gradient, we must solve a recursive equation
for V. (a|s). Consider the gradient of /3, (h) with respect to w using this operator:

Volu(h) = Vo (r(h) + 9B, [Qu(t)] = Qu(®)
= VorEy | Qu(t)] = VuQu(h).
= Eu (Vi log o (a/|5)Qu(h) + VesQu ()] — VioQu(h),
= 1E., (Vi log s (@'])Qu ()| +7Eu [VuQu(R)] = VuQu(h),
= 1B, [(Valog m(a'|s")Qu(l)| +Tu(h), @7

where I',,(h) = E, [VNQAw(h')} — V.,Q.(h). Substituting Eq. (E) into Eq. @), we ob-

tain:
szw =E [BUJ(h>VUJBW(h)] )
= B [Bu(WE. | (Vo log (@) Qu(W)] | +E[B(TL(W)]  28)

To find an analytic expression for the first term of Eq. (Z8), we rely on the following theorem:
Theorem 4 (Analytic Expression for Derivative of Boltzmann Policy Under Expectation). If 7, (a|s)
is the Boltzmann policy defined in Eq. (3), it follows that:

E (B (W) ()] €uQulh) + & | VuQul(h)|
22 (1+9E [Bu(WE. [Qui)]])

E [ (W) [(V. logww(a’|s’))Qw(h’)H _

)

where E,, is the operator £, = E [Bw( VE,, [Qw(h’)/\/lw H and M, denotes the operator
Mw” = anﬂ'u(a\s) H

Proof. consider the derivative 7, (a|s)V,, log 7, (als):

Tw(als)Vy logm,(als) = Ve, (als),

IS
@
"
o)
—
@

h ) da
exp (Q:iihv fA (Qgih ) exp (Qgih)) da
- f exp (M) da fA exp (Q‘;iih)) da ’

Qu(h)
o ey
< > 77Tw CL| ) ar~my,(als)

B w(h)
= 7 (als) ( w ( - ) = Banro(als)
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Finding an expression for V,, (Q:i(h)) , we have:

Vi (Qw(h)> = ( ! 3 (5wvaw(h) - Qw(h)vw5w>~

Euw
Substituting into Eq. (29), we obtain:

Tw(als)

(5w)2
- IEa~7rw(a|s) {vawa(h) - Qw(h)vwgw} ),

_ mw(als)

 (ew)?
+ Voeu (anw(ws) {Qw(h)] - Qw(h)) >7

_ mulals)
()2

7w(a|s)Vy log T, (als) = (&JVUJQW(h) — Qu(h)Vaey

(5w (Vwa(h) — Eanr.(als) [Vwa(h)])

(awa [vaw(h)} — vwstwa(h)) ,

where M., denotes the operator My, [-] := + — Eqr_(a|s) [-]- Dividing both sides by 7, (a|s) yields:

(EwMW {vaw(h)} - vwEwaQw(h)) :

Now, substituting for V&, = E [5,,(h)V, 5. (h)] from Eq. yields:

Ve logmuals) = 5y (M [VuQu(h)] — E (5 (1) Tubu(h)] MuQulh).

(ew)?

Now substituting for V3, (h) = VE,, {(Vw log Ww(a’\s’))Qw(h’)] + I, (h) from Eq. (E), and

re-arranging for V, log 7, (a|s):

V., logm(als) = (M [VoQu(B)] =B [Bu(h)E., (Vs log ma(@]s)Qu ()]

1
)
FE [ (W)L (M) Mme)) ,

Vo logm,(als) +~E [ﬁw(h)]Ew {(Vw log ﬂw(a’|s'))Qw(h’)H =

(gi)g (awa [Vwa(h)}

E [Bu (BT ()] Mw@wm)).
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Now, to obtain our desired result, we first multiply both sides by Qw (h), take the expectation E,,,
multiply by §,,(h) and finally take the expectation E:

E [ (WE. [ (Vs logm(s))Qu (k)] | (144 [Bu(WE.L [Qu()]])
1

- <%E BB [Qu(h) M [ VuQu(t)] ]]

R ]E [, 008 [Qu0)MuQu)]] ).

o0 BB |Qu)M. [VuQu)]]]
B [(h)E. (V. log mo(a']s)Qu()| ] = - (15 e [
E (B (T (W] E [Bu(h)Ey [Qu(h) MuQu(h)]
(c0)? (14 9E |8 (ME. [Qum)]])
LB Bu(WTu ()] £.Qu(h) + £, [VuQu(B)]
()2 (149 [Bu(h)Es [Qu(i)]])

as required. O

+

3

Using TheoremHto substitute for E [&, (h)E, [(VW log 7, (a’|s')Qu, (h’)] } into Eq. l| , we obtain
the result:

B (B ()T ()] E0Qus () + £ [V Qu()]
(eu)? (147 |Bu(ME. |Qu(w)]])

The second term of Eq. (30) is the standard policy evaluation gradient and the first term changes
7, (a|$) in the direction of increasing ¢,,. We see that all expectations in Eq. can be approximated
by sampling from our variational policy mg(als) ~ m,(a|s). After a complete E-step, and under
Assumption[d] we have g (a|s) = m.,(als) and the gradient is exact.

+E[Bu(h)Tu(h)]. (30)

Ve, =

While the first term in Eq. (30) is certainly tractable, it presents a formidable challenge for the
programmer to implement, especially if unbiased estimates are required; several expressions which
involve the multiplication of more than one expectation [E,, need to be evaluated. In all of these cases,
expectations approximated using the same data will introduce bias, however it is often infeasible to
sample more than once from the same state in the environment. Like in Sutton et al. [S8]], a solution
to this problem is to learn a function approximator for one of the expectations that is updated at a
slower rate than the other expectation. Alternatively, these function approximators can be updated
using separate data batches from a replay buffer.

A radical approach is to simply neglect this gradient term, which we discuss in Appendix A
more considered approach is to use an operator that does not constraint 2. Consider the operator
introduced in Appendix [F.2]

7;,1@' = T(h) + ’VEw,k H )

where we have used the shorthand for expectation Eq, 1, [-] == Ep/wp(s/|n)p., 4 (a’|s) [-] and the Boltz-
mann distribution is defined as
exp (inh))

Pu.k(als) =

The incremental residual error is defined as ewr = gy llBuk(R)|3 + ex and Bu(h) =
E,ka(h) — Qw(h). Taking gradients of ¢, ;, directly yields:

vw5w7k =E [ﬁw,k(h)vwﬂw,k(h)] .
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where
Voluk(h) = VuBu [Qu(t)] = VoQu(h),
= Voo |Qull)] = VuQu(h),
= Euk |V Tog pu(@]s)) + VuQu ()] = VuQu(h). 31

Now, V,, log p,, (a’|s") can be computed directly as:

Ve logpa(ds’) = Va, (Q“(h’) ~log [ exp (Q“W)) da) ,
A

€k €k

_ w _/ VoQu(h) ©XP (Qéh'))
Ek A €k

= . da
Qu(h) ’
Jexp ( . ) da

Puwk(d'|s")da,

_ VuQu(l) [ VuQu(h)
& /A k

€
_ VeQu(l) VeQu(h)
- T a’~pe,k(a’ls’) T )
Ve Qu (W
_ Mus @()] |
€k
where where M, ;, denotes the operator M., [-] =+ — Eonpo i(als) []. Substituting into Eq. @)
yields:
Vo Qu(h' A A
vwﬁw,k(h) = ijc le,k [Ci() + Vwa(h/) - vaw(h>

E.4 Discussion of E-step

We now explore the relationship between classical actor-critic methods and the E-step. The policy
gradient theorem [56] derives an update for the derivative of the RL objective (1)) with respect to the
policy parameters

Vo (0) = Esopr(s) [Bammo(als) [QT () Vo log mo(als)]] ,

where p” (s) is the discounted-ergodic occupancy, defined formally in Ciosek & Whiteson [[11], and
in general not a normalised distribution. To obtain practical algorithms, we collect rollouts and treat
them as samples from the steady-state distribution instead.

By contrast, the VIREL policy update in Eq. involves an expectation over d(s), which can be any

sampling distribution decorrelated from 7 ensuring all states are visited infinitely often. As Q. (h)
is also independent of 7y (als), we can move the gradient operator Vy out of the inner integral to
obtain

Ega(s) [ane(a\s) [Qw(h)va log 7T0(CL|S)H = Eud(s) [Ve]ane(a\s) [Qw(h)ﬂ

This transformation is essential in deriving powerful policy gradient methods such as Expected
and Fourier Policy Gradients [10}[15] and holds for deterministic polices [53]. However, unlike in
VIREL, it is not strictly justified in the classic policy gradient theorem [56] and MERL formulation
[25].

F Relaxations and Approximations

F.1 Relaxation of Representability of ()-functions

In our analysis, Assumption [2]is required by Theorem [2]to ensure that a maximum to the optimisation
problem exists, however it can be completely neglected provided that projected Bellman operators
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are used; moreover, if projected Bellman operators are used, our M-step is also always guaranteed to
converge, even if our E-step does not. Consequently, we can terminate the algorithm by carrying out a
complete M-step at any time using our variational approximation and still be guaranteed convergence
to a sub-optimal point.

We now introduce the assumption that our action-value function approximator is three-times differen-
tiable over {2, which is required for convergence guarantees.

Assumption 5 (Universal Smoothness of Q,(h)). We require that Q,,(h) € C*(Q) forall h € H,

We now extend the analysis of Bhatnagar et al. [6]] to continuous domains. Consider the local
linearisation of the function approximator Q,(h) ~ b (h)w, where b, (h) := V., Q. (h). We define
the projection operator P,,Q(-) := b} (h)w’ where & are the parameters that minimise the difference
between the action-value function and the local linearisation:

1 T 7112

w = arg min
UJ/

Using the notation E[] £ Ej, ys)[] and taking derivatives of Eq. @) with respect to w’
yields:

1 AN 1 "2
Voo gz 1@0) =13 = 5B [(@(h) — b ()]
= JE[Vur (QU)? — 201 (' @(h) + b (W)’ (h)e]

— E [b, (W], (W)’ — b (MQ(h)] .

Equating to zero and solving for w, we obtain:
~ -1
© =B [by(h)bg ()] Ebu(h)Q(h)].
Substituting into our operator yields:
Por = BL(WE [bu (MBI ()] " E o (h)-].

We can therefore interpret P as an operator that projects an action-value function onto the tangent
space of Q,,(h) at w. For linear function approximators of the form Q, (k) = b' (h)w, the projection
operator is independent of w and projects () directly onto the nearest function approximator and the
operator [57].

We now replace the residual error in Section [3.1] with the projected residual error,
1 . R 2
- Pw< h) — wh)” 33
= g [P (et = Qum)) | (33)

By definition, there always exists fixed point w € €2 for which ¢,, = 0, which means that €, now
satisfies all requirements in Theorem 2] without Assumption[2} We can also carry out a complete partial
variational M-step by minimising the surrogate ¢,,, keeping 7, (a|s) = 7y (als) in all expectations.
At convergence, we have ¢, = 0 in this case.

We now derive the more convenient form of ¢, from Lemma 1 in Bhatnagar et al. [6]], extending

this result to continuous domains. Let 3,,(h) := T,Q.,(h) — Q. (h). Substituting into Eq. @), we
obtain:

2e,, Pwﬁw(m”i )

—
"]
b (W)E b ()b ()]

1
-]
= E [ [b] ()8 ()] E [b ()01 ()] ™" b (BT (WE [ ()BT ()] ™" B (B () ()]

w

TR [ ()b (W] E [ ()b ()] E [Bu(h)bu(h)],

w



Denoting ¢, == E [by, (k)b (h)] 'E [B. (R)b,, (h)] following the analysis in [6], we find the deriva-
tive of €, as:

Vot = B [(VuBo()B] (0)¢] + B [(Bu(h) = b (1)) VEQu(R)G]
Following the method of Pearlmutter [45], the multiplication between the Hessian and (,, can be
calculated in O(n) time, which bounds the overall complexity of our algorithm. To avoid bias in our
estimate, we learn a set of weights =~ (,, on a slower timescale, which we update as:

o1 < G + ek (Bu(h) = b (h)Ck) bu(h), (34)

where oy, is a step size chosen to ensure that oici, < oriric. The weights are then used to find our
gradient term:

Voew = E |[(VoBuM ()] +E [(Bu(h) = bl (O VEQu(R)C] -

In our framework, the term V3,,(h) is specific to our choice of operator. In Bhatnagar et al. [6], a
TD-target is used and parameter updates for w are given as:

Wiyl =B <ch + (b — Vb)) G — qk) , (35)

qr = (Bwk(h’k) - bsz) V2 Qu (i) i

where by, == by, (hj) and B(+) is an operator that projects wy, into any arbitrary compact set with a
smooth boundary, C. The projection B(-) is introduced for mathematical formalism and, provided C

is large enough to contain all solutions {w|E [ﬁw(h)Vwa(h)} = 0} C C, has no bearing on the

updates in practice. Under Assumptionl provided the step size conditions Z:O ok = ZZO Quk =
00, >op O‘gk < >opad, < oo and limy o = oy = 0hold and E[b,, (h)b/ (h)] is non-singular
VYw € 2, the analysis in Theorem 2 of Bhatnagar et al. [6] applies and the updates in Eqgs. (34)
and (35) are guaranteed to converge to the TD fixed point. This demonstrates using data sampled
from any variational policy m¢(a|s) to update wy, as Egs. (E) and ([:) wy, will converge to a fixed

point.

F.2 Off-Policy Bellman Operators

As discussed in Section 3.1} using the Bellman operator 7™ - induces a constraint on the set of
parameters (2. While this constraint can be avoided using the optimal Bellman operator 7 *- =

7(h) + YEps wp(s|n) [max, (+)], evaluating max, /(Qu(h')) may be difficult in large continuous
domains. We now make a slight modification to our model in Section[3.1]to accommodate a Bellman
operator that avoids these two practical difficulties.

Firstly, we introduce a new Boltzmann distribution p,, x(a|s):

exp (Qw(h))

f exp (Q“’( )) da

where {c}} is a sequence of positive constants £, > 0, limy_, o, £ = 0. We now introduce a new
operator 7, -, defined as is the Bellman operator for p,, (als):

Tooe = TP* e =1(h) + VEh (s |n)po o (a']s) [ - (36)
Let 7, 1 (a|s) be the Boltzmann policy:

Dw k(als) =

exp (112)

f exp (Q“( )) da

where the residual error ¢, = §||7:quw(h) — Qw( JIb + ex. It is clear that 7, - does not
constrain €2 as €}, has no dependency on w and 7, ;(als) is well defined for all w € Q.

Tw k(als) =

We now formally prove that min, limg o0 €, = ming €, and so minimising &, is the
same as minimising the objective €, from Section and that 7, ;- € T. We also prove that
ming, limy o0 €,k = limyg_ o0 ming, €, 1 (i.e. that min and lim commute), which allows us to
minimise our objective incrementally over sequences &, j.
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Theorem 5 (Incremental Optimisation of £, ). Let gy, i ‘= % ||7;,ka (h)— Q. (R)|[5+ex and T,
be the Bellman operator defined in Eq. (36). It follows that i) T, - € T, ii) ming, limy o €4, 1 =
miny, €., and iii) ming, limy o0 €0 1 = liMg o0 Ming, €,

Proof. To prove i), we take the limit limy_ o ﬁ7ka(h) = T*Qw(h):

k:li)nolo %,ka(h) = T(h) + kli{{.lo ’Y]Eh/wp(sﬂh)pw,k(a’\s/) {Qw(h)} .
Observe that from Theorem [1} we have

lim VEh’NP(SWh)Pw,k(aqS’) [Qw(h)} = ’th’Np(s’\h)&(a:argmax(,’/(@w(a’,s)) [Qw(h)} ’

EJ—> 00

hence:

lim Tk Qu(h) = () + Hm YEp wpsrnyp i (a]s) [Qw(h)} ;

k=00
= 1(h) + VB s mae Qo)) | @ (B)]
= 1(R) + VEqp(rin) [max(Qu(h))]
= T*Qu(h).

Our operator is therefore constructed such that in the limit £ — oo, we recover the optimal Bellman
operator. Observe too that as §||7ZJ7ka(h) — Qu(h)|[h > 0, we have &, > 0 for all ¢, > 0. From

Theorem it follows that ,,  (a|s) — §(a = arg max,, (Q.(a’, s)) only in the limit limy_, o £ =
0 and when €, ;, = 0. Under this limit, we have limy_,o, 7o, = 7 * and so 7, ; € T, as required
for 1).

To prove ii), consider taking the limit of €, j, directly:

. . C ~ A
i = Jim (S1720Qu) — Quiny +21).

k—o0

i (CI70Qul) ~ Quly) + 2

Dl T Qu(h) — Quml,

= 1T Quh) — QuI:

=&, (37

as required.

To prove iii), let wy, be the minimiser of &, j, that is W), = argmin, €, ;. Let w be the limit of all
such sequences w = limy_,o Wy, and let w* = argmin,, €,,. By definition, we have €5, 1 < €4 k-
Taking the limit & — oo and then the min, we have:

min lim eg, r <min lim €, k,
k—o0 ’ k—o0 ’
= £5,00 <min lim €, . (38)
k—o0

Using Assumption[2]and Eq. (37), it follows that the right hand side of Eq. is min limy_ 00 €k =
mine,, = 0, hence €5 0, < 0. By definition, 5 » > 0, and so equality must hold. It therefore
follows limy_ oo ming, €4,k = €5,00 = 0, Which implies min,, limy_; o0 €4 1 = limg oo ming, €, =
0 as required. O

Overall, this result permits us to carry out separate optimisations over &, ,, while gradually increasing
k — oo to obtain the same result as minimising &, directly. The advantage to this method is that each
minimisation ¢,, 5, involves the operator 7, j, which is tractable, mathematically convenient and does
not constrain ). Note too that, as calculated in Appendix the gradient V&, \ is straightforward
to implement in comparison with V&, using 7™«. We save investigating this operator further for
future work.
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F.3 Approximate Gradient Methods and Partial Optimisation

A common trick in policy evaluation is to use a direct method [2,155]. Like in supervised methods
[7], direct methods treat the term 7,Q,,(h) as a fixed target, rather than a differential function.
Introducing the notation E[-] £ Ep~24(n) (-], the gradient can easily be derived as:

Vaew = 3B [(4[1Qu0] - 2uw) ]

= E[(Qut) ~ TQu(h)) VuQu(W)]

where = [-] is the stopgrad operator, which sets the gradient of its operand to zero, H[-] = -,
VH[-] = 0[16]. For general function approximators, direct methods have no convergence guarantees,
and indeed there exist several famous examples of divergence when used with classic RL targets
[S,165L [70], however its ubiquity in the RL community is testament to its ease of implementation and
empirical success [42} 55]. We therefore see no reason why it should not be successful for VIREL,
a claim which we verify in Section[5. In our setting, we replace our M-step with the simplified
objective wy41 ¢ argmin,, e,. This is justified because arg min , £, was the original objective
motivated in Section and so the only limitation to minimising this directly is obtaining a good
enough variational policy 7, (a|s) & mg(als). More formally, our objective £(w, 6) is maximised
for any €, — 0, so arg min , ,, can be considered a surrogate objective for £(w, #). Using direct
methods, M-step update becomes:

M-Step (Cl‘itiC) direct: Wit1 < W; — acrmcvwewuzwi,
Voew = E[(Qulh) ~ TeQu(h)) VuQu(h)]

We can approximate 7., Q. (h) by sampling from the variational distribution 7 (a|s) and by using any
appropriate RL target. Another important approximation that we make is that we perform only partial
E- and M-steps, halting optimisation before convergence. From a practical perspective, convergence
can often only occur in a limit of infinite time steps anyway, and if good empirical performance result
from taking partial E- and M-steps, computation may be wasted carrying out many sub-optimisation
steps for little gain.

As analysed by Gunawardana & Byrne [23]], such algorithms fall under the umbrella of the generalised
alternating maximisation (GAM) framework, and convergence guarantees are specific to the form of
function approximator and MDP. Like in many inference settings, we anticipate that most function
approximators and MDPs of interest will not satisfy the conditions required to prove convergence,
however variational EM procedures are known to be to empirically successful even when convergence
properties are not guaranteed [23|[66]. We demonstrate in Section [5that taking partial EM steps does
not hinder our performance.

F.4 Local Smoothness of Q- (-)

For TheoremlIto hold, we require that Q- (+) is locally smooth about its maximum. Our choice
of function approximator may prevent this condition from holding, for example, a neural network
with ReLU elements can introduce a discontinuity in gradient at maxp, Qu- (h). In practice, a formal
Dirac-delta function can only ever emerge in the limit of convergence ¢,, — 0. In finite time, we
obtain, at best, a nascent delta function; that is a function with very small variance that is ‘on the way
to convergence’ (see, for example, Kelly [31] for a formal definition). The mode of a nascent delta
function therefore approximates the true Dirac-delta distribution. When Q,,,- (+) is not locally smooth,
functions that behave similarly to nascent delta functions will still emerge at finite time, the mode of
which we anticipate provides an approximation to the hardmax behaviour we require for most RL
settings.

We also require that Qo (+) has a single, unique global maximum for any state. In reality, optimal
Q-functions may have more than one global maxima for a single state corresponding to the existence
of multiple optimal policies. To ensure Assumption [3]strictly holds, we can arbitrarily reduce the
reward for all but one optimal policy. We anticipate that this is unnecessary in practice, as our
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risk-neutral objective means that a variational policy will be encouraged fit to a single mode anyway.
In addition, these assumptions are required to characterise behaviour under convergence to a solution
and will not present a problem in finite time where Q) (h) is very unlikely to have more than one
global optimum.

F.5 Analysis of Approximate EM Algorithms

We now provide two separate analyses of our EM algorithm, replacing the Bellman operator 7 ™« -
with its unconstrained variational approximation 7 ¢ (effectively substituting for 7, (-|s) & mg(+|$)
under expectation). In our first analysis, we make no simplifying assumptions on ¢,,, showing that
our EM algorithm reduces exactly to policy iteration and evaluation. In our second analysis, we use a
direct method, treating 7™ - as a fixed target as outlined in Appendix showing that the algorithm
reduces exactly to Q-learning.

In both analyses, we assume a complete E- and M- step can be carried out and our class of function
approximators is rich enough to represent any action-value function. Let 7y, (a|-) be any initial policy

and QWO (+) an arbitrary initialisation of the function approximator. For notational convenience we
write 7k (al-) = g, (al-).

Analysis with w-Dependent Target As we prove in Theorem [2, we can always maximise our
objective with respect to w by finding w* s.t. €~ = 0. This gives the M-step update:

w1 = argmine,,
w

= &, =0,
g TT(UQAwl = lev
= le = QWO(')'

Our E-step amounts to calculating the Boltzmann distribution with ,,, = 0, which from Theorem 1]
takes the form of a Dirac-delta distribution:

m(al) =48 (a = arg max Q™ (d, .)> .

a’

We can generalise to the kth EM update as:
Qu () & Q™1(), (39)

mi(al-) < & (a = argmax Q™' (a/, )) . (40)

Together Eqs [39]and [40] are exactly the updates for policy iteration, an algorithm which is known to
converge to the optimal policy [59,[55]. We therefore see that, even ignoring the constraint on {2, the
optimal solution is still an attractive fixed point when our algorithms are carried out exactly. Using
partial E- and M-steps give a variational approximation to the complete EM algorithm. We now
provide a similar analysis using the fixed target of direct methods introduced in Appendix [F.3]

Analysis with Fixed Target Using a direct method, we replace the residual error with the fixed
target residual error e, & €,k = £ [|T™ Qu, — Qu ||, giving the M-step update:
w1 = argmine, o
w
which, under our assumption of representability, is achieved for
€wr,0 =0,
= Qun(') = Tﬂo@wo-

As with our w-dependent target, the E-step amounts to calculating the Boltzmann distribution with
€w;,0 = 0, which from Theorem takes the form of a Dirac-delta distribution:

mi(al) =46 (a = argmax Q,,, (d’, )) :
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We see that for any policy and function approximator, carrying out a complete E- and M- step results
in a deterministic policy being learnt in this approximate regime. We generalise to the kth EM updates
for k > 2 as:

mr_1(al’) =4§ (a = anrgmax@wk&(a'7 )) ,
. . C 1 A A
Wk = argmine, y_1 = arg mm};HT "1 Qupy — Qullb,s
= €uwy,0 = 0
g ka() Tﬂ'k lek 1()7
=7r(-)+Eg) {mawak (s d }

=T*Qu,_, (). 41)
From Eq. (#I), we see that the EM algorithm with complete E- and M- steps implements ()-learning

updates on our function approximator Q,,, (-) T *Quw,_, () for k > 2 [68]. See Yang et al. [72] for
a theoretical exposition of the convergence this ()-learning algorithm using function approximators.
When partial EM steps are carried out, we can view this algorithm as a variational approximation to
Q-learning.

G Recovering MPO

We now derive the MPO objective from our framework. Under the probabilistic interpretation in
Appendix [B| the objective can be derived using the prior pg(h) = U(s)my(als) instead of the uniform
distribution. Following the same analysis as in Appendix [B] this yields an action-posterior:

exp (222) my(als)
Jexp (Q:iih)) 7r¢(a\s)da.

Again, following the same analysis as in Appendix [B] our ELBO objective is:
Qu(h)
€

Pu,(als, 0) =

L(w,0,0) = Eqs) leg(ap) l

— KL(7g(als) || 7T¢(a|8))] : 42)

Including a hyper-prior p(¢) over ¢ adds an additional term to £(w, 8, ¢):

Qu(h)
€

L(w,0,¢) = Eq(s) lee(a|s) [ — KL(mg(als) || my(als))| + logp(e).

which is exactly the MPO objective, with an adaptive scaling constant €, to balance the influence of
KL(7g(als) || 74(als)). Without loss of generality, we ignore the hyperprior and analyse Eq. (42)
instead.

As discussed by Abdolmaleki et al. [1l], the MPO objective is similar to the PPO [52]] objective
with the KL-direction reversed. In our E-step, we find a new variational distribution 7y, , , (a|s) that
maximises the ELBO with wy, fixed: Doing so yields an identical E-step to MPO. In parametric
form, we can use gradient ascent and apply the same analysis as in Appendix obtaining an
update

E'Step (MPO): 9i+1 — 0; + Qactor (5wk VGAC(WIW ¢k¢7 9)|9:9i),

Euwr, VoL (wk, ox, 0) = Eq() [ o (als) [ka( )Velogmg(als)| — ew, VoKL(mg(als) || 7T<z>k(a|8))} :
(43)

As a point of comparison, Abdolmaleki et al. [1] motivate the update in Eq. (43) by carrying out
a partial E-step, maximising the “one-step” KL-regularised pseudo-likelihood objective. In our
framework, maximising Eq. constitutes a full E-step, without requiring approximation.

In our M-step, we maximise the LML using the posterior derived from the E-step, yielding the
update:
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M-Step (MPO): Wy 1, Prr1  argmax,, s L(w, @, O 1),

5. (h
arg max £(w, 6, 0y11) = arg max (Ed(s> [E [QE( M KL(mo,., | w(a|s>>D .
w,d w,p w
Maximising for ¢ can be achieved exactly by setting my(als) = mg,,,(a|s), under which

KL(7g, ., || m¢(a|s)) = 0. Maximising for w is equivalent to finding arg max,, Ea(s)ma, ,, [in“()h)} ,
which accounts for the missing policy evaluation step, and can be implemented using the gradient
ascent updates from Eq. (7). Setting 74 (als) = 7y, . , (als) is exactly the M-step update for MPO
and, like in TRPO [51]], means that 7, (a|s) can be interpreted as the old policy, which is updated
only after policy improvement. The objective in Eq. (42) therefore prevents policy improvement
from straying too far from the old policy, adding a penalisation term KL(7g(al|s) || moLp(als)) to the

classic RL objective.

H Variational Actor-Critic Algorithm Pseudocode

Algorithms [T and [2 show the pseudocode for the variational actor-critic algorithms virel and beta
described in Section[5] The respective objectives are:

I () =Eurm [ (Volo0) ~ Eurrs [Qus1:00)?.

1

I =Efp s |5 (1 W) = Qultn)? |

JE(0) =En o [log ro(ae]se)(a — (Qu(he) — V¢<st)>>} 7

Tyera(0) =B, [log W@(at|3t)<l e — (Qu(hy) — V¢(st)))] .

Tavg

Note that the derivative of the policy objectives can be found using the reparametrisation trick [32}29],
which we use for our implementation.

Algorithm 1 Variational Actor-Critic: virel Algorithm 2 Variational Actor-Critic: beta

Initialize parameter vectors ¢, ¢, 0, w, D < {}  Initialize parameter vectors ¢, ¢, 0, w, D < {}
for each iteration do
for each environment step do
a; ~ 7w (als; 0)
St+1 ™~ p(5t+1|5t7 at)

for each iteration do
for each environment step do
a; ~ 74(als; 0)
St41 ™~ p(5t+1|3t7 at)

D <= D U{(st, as,7(st, ae), 5¢41)}
end for
for each gradient step do

¢ ¢ = AvVyJ" (¢) (M-step)
W w— AoV, J?(w) (M-step)
0 < 0 — A\eaVoJ7 (6) (E-step)
¢ 7o+ (1-1)¢

end for
end for

D < DU{(st; ar, (e, at), Se41) }
end for
for each gradient step do

Ew ED {(T‘t + 7V$(5t+1) — Qw(ht))2:|
¢ ¢ = AvVsJ" (¢) M-step)

W w— AV, J?(w) (M-step)

0 < 0 — Ana Vo5, (0) (E-step)
pTo+(1-7)¢

end for
end for
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I Experimental details

I.1 Parameter Values

Note that instead of specifying temperature ¢, we fix ¢ = 1 for all implementations and scale reward
instead.

Table 1: Summary of Experimental Parameter Values

PARAMETER VALUE
Steps per evaluation 1000
Path Length 999
Discount factor 0.99

Mujoco-v2 Experiments:

Batch size 128
Net size 300
Humanoid
1 —
Ap o — 1 de-4
Tavg All other
4e-3

Hopper, Half-Cheetah
5

Reward scale

Walker
3
All other

1
Value function
1 . 3e-4
earning rate
Policy e

learning rate

MLP layout as given in
https://github.com/vitchyr/rlkit

Mujoco-vl Experiments:

Values as used by Haarnoja et al. [25]] in
https://github.com/haarnoja/sac
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I.2 Additional MuJoCo-v1 Experiments

swimmer

Average Return

2

0

0.00+00 200405 400405 6.00405 8.00405 100406

Steps

walker
4000
£
2 o
o
(]
o
& 2000
g
x
1000
o

000400 20005 40005 60s05  B0s0S 100406
Steps

ant

6000

5000

Average Return

g

000400 500405 100406 150406 200406 250406  3.00406

Steps

Figure 7: Training curves on additional continuous control benchmarks Mujoco-v1.

I.3 Additional MuJoCo-v2 Experiments
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Figure 8: Training curves on additional continuous control benchmarks gym-Mujoco-v2.
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