
An application of Reversible-J ump 
MCMC to multivariate spherical Gaussian 

mixtures 

Alan D. Marrs 
Signal & Information Processing Dept. 
Defence Evaluation & Research Agency 

Gt. Malvern, UK WR14 3PS 
marrs@signal.dra.hmg.gb 

Abstract 

Applications of Gaussian mixture models occur frequently in the 
fields of statistics and artificial neural networks. One of the key 
issues arising from any mixture model application is how to es
timate the optimum number of mixture components. This paper 
extends the Reversible-Jump Markov Chain Monte Carlo (MCMC) 
algorithm to the case of multivariate spherical Gaussian mixtures 
using a hierarchical prior model. Using this method the number 
of mixture components is no longer fixed but becomes a param
eter of the model which we shall estimate. The Reversible-Jump 
MCMC algorithm is capable of moving between parameter sub
spaces which correspond to models with different numbers of mix
ture components. As a result a sample from the full joint distribu
tion of all unknown model parameters is generated. The technique 
is then demonstrated on a simulated example and a well known 
vowel dataset. 

1 Introduction 

Applications of Gaussian mixture models regularly appear in the neural networks 
literature. One of their most common roles in the field of neural networks, is in 
the placement of centres in a radial basis function network. In this case the basis 
functions are used to model the distribution of input data (Xi == [Xl, X2, .•• , Xd]T, 

(i = l,n)), and the problem is one of mixture density estimation. 
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k 

p(Xi ) = L 7Ijp(Xi I9j), (1) 
j=1 

where k is the number of mixture components, 7rj the weight or mixing propor
tion for component j and 8 j the component parameters (mean & variance in this 
case). The mixture components represent the basis functions of the neural network 
and their parameters (centres & widths) may be estimated using the expectation
maximisation (EM) algorithm. 

One of the key issues arising in the use of mixture models is how to estimate the 
number of components. This is a model selection problem: the problem of choosing 
the 'correct' number of components for a mixture model. This may be thought of 
as one of comparing two (or more) mixture models with different components, and 
choosing the model that is 'best' based upon some criterion. For example, we might 
compare a two component model to one with a single component. 

(2) 

This may appear to be a case of testing of nested hypotheses. However, it has 
been noted [5] that the standard frequentist hypothesis testing theory (generalised 
likelihood ratio test) does not apply to this problem because the desired regularity 
conditions do not hold. In addition, if the models being tested have 2 and 3 compo
nents respectively, they are not strictly nested. For example, we could equate any 
pair of components in the three component model to the components in the two 
component model, yet how do we choose which component to 'leave out'? 

2 Bayesian approach to Gaussian mixture models 

A full Bayesian analysis treats the number of mixture components as one of the 
parameters of the model for which we wish to find the conditional distribution. In 
this case we would represent the joint distribution as a hierarchical model where we 
may introduce prior distributions for the model parameters, ie. 

p(k, 7r, Z, 9, X) = p(k)p(7rlk)p(zl7r, k)p(9Iz, 7r, k)p(XI9, z, 7r, k), (3) 

where7r = (7rj)J=1, 9 = (9j )J=1 and z = (Zi)f::l are allocation variables introduced 
by treating mixture estimation as a hidden data problem with Zi allocating the ith 
observation to a particular component. A simplified version of this model can be 
derived by imposing further conditional independencies, leading to the following 
expression for the joint distribution 

p(k, 7r, Z, 9, X) = p(k)p(7rlk)p(zl7r, k)p(9Ik)p(XI9, z). (4) 

In addition, we add an extra layer to the hierarchy representing priors on the model 
parameters giving the final form for the joint distribution 

peA, 6, T}, k, 7r, Z, 9, X) = p(A)p(6)p(T})p(kIA)p(7rlk, 6)p(zl7r, k) x 
p(9Ik, T})p(XI9, z). (5) 

Until recently a full Bayesian analysis has been mathematically intractable. Model 
comparison was carried out by conducting an extensive search over all possible 
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model orders comparing Bayes factors for all possible pairs of models. What we 
really desire is a method which will estimate the model order along with the other 
model parameters. Two such methods based upon Markov Chain Monte Carlo 
(MCMC) techniques are reversible-jump MCMC [2] and jump-diffusion [3]. 

In the following sections, we extend the reversible-jump MCMC technique to multi
variate spherical Gaussian mixture models. Results are then shown for a simulated 
example and an example using the Peterson-Barney vowel data. 

3 Reversible-jump MCMC algorithm 

Following [4) we define the priors for our hierarchical model and derive a set of 
5 move types for the reversible jump MCMC sampling scheme. To simplify some 
of the MCMC steps we choose a prior model where the prior on the weights is 
Dirichlet and the prior model for IJ.j = [JLji' .. . ,JLjclV and U;2 is that they are 
drawn independently with normal and gamma priors, 

(6) 

where for the purposes of this study we follow[4] and define the hyper-parameters 
thus: 6 = 1.0; 'TJ is set to be the mean of the data; A is the diagonal precision 
matrix for the prior on IJ.j with components aj which are taken to be liT] where 
Tj is the data range in dimension j; a = 2.0 and (3 is some small multiple of liT;' 
The moves then consist of: I: updating the weights; II: updating the parameters 
(IJ., u); III: updating the allocation; IV: updating the hyper-parameters; V: split
ting one component into two, or combining two into one. 

The first 4 moves are relatively simple to define, since the conjugate nature of the 
priors leads to relatively simple forms for the full conditional distribution of the 
desired parameter. Thus the first 4 moves are Gibbs sampling moves and the full 
conditional distributions for the weights 1rj, means Jij, variances Uj and allocation 
variables Zi are given by: 

(7) 

where nk is the number of observations allocated to component k; 

d - -2 II njXimUj + am'f/m -2 -1 
p(ltjl .. ·) = P(JLjml .. ·) : p(JLj .. '!- .. ) '" N( -2 ,(njuj + am) ), 

m=1 (njuj + am) 
(8) 

where we recognise that IJ.j is an d dimensional vector with components JL;m (m = 
1, d), 'f/m are the components of the Itj prior mean and am represent the diagonal 
components of A. 

n 
-2 1 ~ 

p(uj \ ... ) == r(lI + nj - 1, '2 L-
i=I :Zi;=l 

(9) 

and 

(10) 
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The final move involves splitting/combining model components. The main criteria 
which need to be met when designing these moves are that they are irreducible, 
aperiodic, form a reversible pair and satisfy detailed balance [1]. The MCMC step 
for this move takes the form of a Metropolis-Hastings step where a move from state 
y to state y' is proposed, with 1r(Y) the target probability distribution and qm(Y, Y') 
the proposal distribution for the move m. The resulting move is then accepted with 
probability am _ . {I 1r(Y')qm(y/,y)} 

am - mtn , () ( ') . 
1r Y qm y, Y 

(11) 

In the case of a move from state Y to a state y' which lies in a higher dimensional 
space, the move may be implemented by drawing a vector of continuous random 
variables u, independent of y. The new state y' is then set using an invertible de
terministic function of x and u. It can be shown [2] that the acceptance probability 
is then given by 

. { 1r(y')Tm{y') 8y' } 
am=mm 1'1r(y)Tm(y)q{u)1 8(y,u)1 , (12) 

where Tm(Y) is the probability of choosing move type m when in state y, and q(u) 
is the density function of u. 

The initial application of the reversible jump MCMC technique to normal mixtures 
[4J was limited to the univariate case. This yielded relatively simple expressions for 
the split/combine moves, and, most importantly, the determinant ofthe Jacobian of 
the tra~formation from a model with k components to one with k + 1 components 
was simple to derive. In the more general case of multivariate normal models care 
must be taken in prescribing move transformations. A complicated transformation 
will lead to problems when the !Jacobian I for a d-dimensional model is required. 

For multivariate spherical Gaussian models, we randomly choose a model compo
nent from the current k component model. The decision is then made to split or 
combine with one of its neighbours with probability P'k and PCIr respectively (where 
PCk = 1-Pile)' If the choice is to combine the component, we label the chosen com
ponent Zl, and choose Z2 to be a neighbouring component i with probability Q( l/T; 
where Tj is the distance from the component Zl. The new component resulting from 
the combination of Zl and Z2 is labelled Zc and its parameters are calculated from: 

(13) 

If the decision is to split, the chosen component is labelled Zc and it is used to define 
two new model components Zl and Z2 with weights and parameters conforming to 
(13). In making this transformation there are 2 + d degrees of freedom, so we need 
to generate 2 + d random numbers to enable the specification of the new component 
parameters. The random numbers are denoted u}, U2 = [U211 ... , u2dlT and U3. 

All are drawn from Beta{2,2) distributions while the components of U2 each have 
probability 0.5 of being negative. The split transformation is then defined by: 
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2 (1 ) 2 7r ZI , U Z2 = - U3 U Zc -. 
7r Z2 

(14) 

Once the new components have been defined it is necessary to evaluate the proba
bility of choosing to combine component ZI with component Z2 in this new model. 

Having proposed the split/combine move all that remains is to calculate the 
Metropolis-Hastings acceptance probability (t, where (t = min(I, R) for the split 
move and (t = min(I, 1/ R) for the combine move. Where in the case of a split move 
from a model with k components to one with k+ 1 components, or a combine move 
from k + 1 to k, R is given by: 

n~ p(X, le,e) n~ p(X,le,e) 
R = ._l:·ij-·hn p~~I,:~e,:;2 X 

;-I:·,,-.c 
o-l+nl 0-I+n2 

11' '" 1r "2 

'II"!c 1+nl +n2 B(6,k6) x 

n~;::1 J (~;) exp ( -~am ((/LZl m -11m)2 + (/LZ2m - 11m? - (JLzcm - 11m)) ) X 
&(c7(';~2) (a-I) exp ( -f3(u;..2 +u~2 -u;:2)) X 

p:c::;;oc (g2,2(Ut)gl,1 (U3) n;=1 g2,2(U2,)) X 
'II" c7d+1 

·c ·c (15) 
(2«I-uI)uI)(d+ 1)/2 J(I-u 3)u3) , 

where g2,20 denotes a Beta(2,2) density function. The first line on the R.H.S is 
due to the ratio of likelihoods for those observations assigned to the components in 
question, the subsequent three lines are due to the prior ratios, the fifth line is due to 
the the proposal ratio and the last line due to the I Jacobian I of the transformation. 
The term Palloe represents a combination of the probability of obtaining the current 
allocation of data to the components in question and the probability of choosing to 
combine components Zl and Z2. 

4 Results 

To assess this approach to the estimation of multivariate spherical Gaussian mix
ture models, we firstly consider a toy problem where 1000 bivariate samples were 
generated from a known 20 component mixture model. This is followed by an anal
ysis of the Peterson-Barney vowel data set comprising 780 samples of the measured 
amplitUde of four formant frequencies for 10 utterances. For this mixture estima
tion example, we ignore the class labels and consider the straight forward density 
estimation problem. 

4.1 Simulated data 

The resulting reversible-jump MCMC chain of model order can be seen in figure 
1, along with the resulting histogram (after rejecting the first 2000 MCMC sam
pies). The histogram shows that the maximum a posteriori value for model order 
is 17. The MAP estimate of model parameters was obtained by averaging all the 
17 component model samples, the estimated model is shown in figure 2 alongside 
the original generating model. The results are rather encouraging given the large 
number of model components and the relatively small number of samples. 
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Figure 1: Reversible-jump MCMC chain and histogram of model order for simulated 
data. 
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Figure 2: Example of model estimation for simulated data. 

4.2 Vowel data 

The reversible-jump MCMC chain of model order for the Peterson-Barney vowel 
data example is shown in figure 3, alongside the resulting MAP model estimate. 
For ease of visualisation, the estimated model and data samples have been pro
jected onto the first two principal components of the data. Again, the results are 
encouraging. 

5 Conclusion 

One of the key problems when using Gaussian mixture models is estimation of the 
optimum number of components to include in the model. In this paper we extend 
the reversible-jump MCMC technique for estimating the parameters of Gaussian 
mixtures with an unknown number of components to the multivariate spherical 
Gaussian case. The technique is then demonstrated on a simulated data example 
and an example using a well known dataset. 

The attraction of this approach is that the number of mixture components is not 
fixed at the outset but becomes a parameter of the model. The reversible-jump 
MCMC approach is then capable of moving between parameter subspaces which 



.. 

Reversible-Jwnp MCMC for Multivariate Spherical Gaussian Mixtures 583 

Figure 3: Reversible-jump MCMC chain of model order and MAP estimate of model 
(projected onto first two principal components) for vowel data. 

correspond to models with different numbers of mixture components. As a result 
a sample of the full joint distribution is generated from which the posterior distri
bution for the number of model components can be derived. This information may 
then either be used to construct a Bayesian classifier or to define the centres in a 
radial basis function networ k. 
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